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Luleå University of Technology

A thesis presented for the degree of
Master’s degree - Space and Atmospheric Physics

Department of Computer Science, Electrical and Space Engineering
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Sammanfattning
Ispartiklar i atmosfären påverkar fjärranalysmätningar gjorda för bland annat klimatoch atmosfärsforskning. När dessa ispartiklar smälter påverkar det deras spridningsegenskaper, vilket i sin tur påverkar fjärranalysmätningarna. Det är därför
viktigt att förstå hur dessa spridningsegenskaper påverkas av att partikeln smälter
för att kunna tolka mätningarna.
ARTS databasen innehåller spridningsdata för ett stort antal olika ispartiklar i
mikrovågsområdet, data som beskriver hur elektromagnetisk strålning påverkas av
dessa partiklar. Databasen innehåller dock inte någon data för smältande ispartiklar.
Ett mjukvarupaket kallat RimeCraft har använts för att simulera smältprocessen
av ispartiklar, tillsammans med diskret dipolsapproximationsprogrammet ADDA
som användes för att simulera deras spridningsegenskaper för frekvenser mellan
1 och 247.2 GHz. Inget av de två programmen har blivit utförligt testat med
smältande ispartiklar. Detta examensarbete testar därför både RimeCrafts och ADDAs lämplighet och prestationsförmåga med smältande ispartiklar som en förberedelse
för att utöka ARTS databasen med dessa partiklar.
Simulationsresultaten från ADDA visade att spridningsegenskaperna, så som
absorptions- och extinktionstvärsnitt, påverkades starkt av smältprocessen, speciellt
under den initiala fasen av smältningen. Vid högre smältgrader var ökningen långsammare
och ibland till och med negativ för vissa partiklar. Några oväntade resultat sågs,
som t.ex. spikar och oscillationer i extinktions- och absorptionstvärsnitten.
Både RimeCraft och ADDA är lämpade för att generera modeller av smältande
ispartiklar, respektive för att simulera deras spridningsegenskaper, så länge utdatan
från ADDA genomgår en kvalitetskontroll.

Nyckelord: Smältande ispartiklar, mikrovågor, ARTS, spridningsegenskaper, RimeCraft, ADDA
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Abstract
Ice particles in the atmosphere affect for example remote sensing measurements
made for climate and atmospheric research. When these ice particles melt their
single scattering properties alters, which in turn affect the remote sensing measurements. It is therefore of importance to understand how these scattering properties
change due to the melting of the particles to be able to interpret the measurements.
The ARTS database contains single scattering data for a large set of ice particles in the microwave region, data which describes how electromagnetic radiation
interacts with said particles. The database does not however contain any data for
melting ice particles.
A software package called RimeCraft has been used to simulate the melting
process of ice particles, together with the discrete dipole approximation program
ADDA, which simulated their single scattering properties at frequencies between
1 and 247.2 GHz. Neither of the two programs had been extensively tested on
melting ice particles. This thesis therefore tests both RimeCraft and ADDA for their
suitability and performance on melting ice particles as a preparation for extending
the ARTS database with these types of particles.
The simulation results from ADDA showed that the single scattering properties,
such as absorption and extinction cross sections, were greatly affected by the melting process, especially during the initial phase of melting (below meltfraction 0.1)
where the increase was strong. At higher meltfractions the increase was slower, and
sometimes even decreased for certain particles. Some unexpected results were seen,
such as spikes and oscillations in the extinction and absorption cross sections.
Both RimeCraft and ADDA are suitable for generating models of melting ice
particles, respectively to simulate their single scattering properties, as long as the
output from ADDA undergoes quality controls first.

Keywords: Melting ice particles, microwaves, ARTS, single scattering properties,
RimeCraft, ADDA
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1
Introduction
Remote sensing has been used for centuries for all kinds of applications like balloon
assisted aerial photography and imaging radars, whereas today it is widely used for
areas such as climate monitoring, aerial surface mapping, weather forecasting and
reconnaissance [16][18]. The term remote sensing is loosely defined as retrieving
information about something without coming in contact with it [44]. Satellite-based
instruments such as The Microwave Imager (MWI), the soon to be launched Ice
Cloud Imager (ICI) [19] and the instruments on the Meteosat satellite series are (or
will be) used to gain information about the current weather on Earth [21], including
atmospheric properties such as precipitation, water vapour content and cloud ice
estimates just to name a few [20][23]. Measurements like these are often done in the
microwave (MW) region [41], mainly due to the well-suited properties of microwaves
and their applicability to remote sensing. Electromagnetic (EM) radiation in the
microwave region have frequencies of about 1 to 300 GHz, which corresponds to a
wavelength of roughly a meter down to a few millimetres [27]. These long EM-waves
have the ability to penetrate objects such as clouds and dust, a property that can
be used in atmospheric and climate studies to gain information about the surface
and the composition of the atmosphere, where you use either a longer or a shorter
wavelength depending on what you want to study [24].
There are two types of remote sensing; active and passive, where the former
utilises and provides its own electromagnetic radiation by creating and sending out
electromagnetic waves. These waves may then interact with objects along the line of
sight, reflecting some energy, where the response (the energy that comes back from
the outputted signal) is detected. An example of such an active remote sensing
instrument is a radar, which can be used to gain information about an object.
Passive remote sensing on the other hand does not send its own electromagnetic
signals, but instead measure the passive thermal-emitted radiation coming from the
object of interest (i.e. a passive microwave instrument does not send out its own
electromagnetic signals to listen for a ”response” from the object). Both active
and passive microwave instruments are susceptible to uncertainties in the physical
properties of ice particles, including the single scattering properties for mixed-phase
particles containing both ice and liquid water originating (partly) from melting ice
hydrometeors [31].
As ice particles in the atmosphere fall into regions of positive temperatures
(+0◦ C, during normal atmospheric pressure) they begin to melt. This melting
process affect the particles’ physical properties such as density, size and shape, but
also less obvious properties such as scattering efficiencies, radar reflectivities and
complex dielectric constants [7]. When mixed-phase ice particles of different shapes
1
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and sizes are present in the atmosphere it is important to be able to interpret and
understand the acquired data from real microwave measurements done by remote
sensing instruments such as MWI or ICI. Having good and accurate model data of
the scattering properties of melting ice particles is therefore of importance. The
problem is that not much of such data exist. A database called ARTS [17][13] is
in development with the goal to fill this gap. The database contains single scattering properties of over thirty different types of ”ice habits” (particle sets) in the
1 − 886.4 GHz frequency range, data which can for example be used to solve the
radiative transfer equation [44]. This database does not however contain any data
for melting particles, only for pure ice crystals. The goal of this thesis is therefore
to extend this database with data for melting ice particles, by testing and analysing
multiple software for their suitability and ability to melt habits and to simulate their
single scattering properties.

1.1

Thesis Aim

The goal of this thesis is to test and evaluate the chosen software to see if, and
how well they perform on mixed-phase ice particles, both during the creation of the
data models, but also during the simulations for calculating their single scattering
properties. It is also in the interest of the project to generate data models of melting
ice particles of the existing particles in the ARTS database, and to simulate the single
scattering properties of these (partly or fully) melted ice particles to then be able
to add these new data to the ARTS database.

1.2

Method

Several different software packages and algorithms are needed to melt the particles
and to simulate their physical properties. Several Matlab packages will be used,
including a package called RimeCraft [17], which will simulate the melting process
of the ice particles. This package will melt the crystals up until they reach a certain
melt fraction, i.e. until they reach a certain water-to-ice ratio, and then save the
melted particle in a so called ”shape file” (see Section [3.1.2]). This shape file together with some other data files are used with another simulation program called
ADDA (see Section [3.1.3]), which calculates the particles’ single scattering properties. The output data from ADDA is then converted to the correct format for
the ARTS database. The data are analysed and evaluated, and undergo a quality
control before they are added to the database.
A three-step iterative process will be used to fulfil the aim of the thesis, which
looks like,
1. Melt different pure ice crystals using the RimeCraft software, evaluate the
melting process, modify the software package so that it can better handle
melting ice particles, and, if needed, improve the melting model used in the
software package.
2

1. Introduction

2. Simulate the (partly) melted ice particles in ADDA to calculate their single
scattering properties. The program shall be extensively tested to verify that
it can be used to simulate these melted ice particles, and its settings will be
tweaked if deemed necessary.
3. Convert, analyse and perform quality controls on the output data from ADDA,
and if possible, add the data to the ARTS database.
For each step, the result from that step is evaluated and stored. If the result seems
acceptable then the step is marked as complete and the next step starts, and this
goes on until all three steps have been done. Depending on how the output from
ADDA looks like, the process starts over from the first step, or, depending on the
case, the same step can be repeated several times (with our without changes to the
variables or settings) until an acceptable result is reached for that certain step.

1.3

Objectives

The aim of the thesis describes the overall goal, but there are several sub-goals, or
objectives, that shall be met, including;
1. To test and evaluate the RimeCraft package’s suitability and performance on
simulating melting ice particles, especially larger and more complex particles
such as aggregates.
2. To improve the RimeCraft package to better mimic a ”realistic” melting process.
3. To test the chosen software (ADDA) that can simulate single scattering properties of the type of particles the ARTS database contains, and to evaluate,
and if needed, improve it so it is more suitable for melting ice particles. It
should be tested how to configure it for getting the best results.
4. To convert the output data from the ADDA simulations to the same format
the ARTS database use.
5. To visualise, investigate and evaluate the single scattering data from the simulation software to check if it is suitable, without any large errors, for the ARTS
database.

1.4

Related work

A large number of previous studies have been done on how ice melts, e.g. [1], [43]
and [52], accompanied by an also large amount of computer models that can simulate these melting processes, e.g. [28] and [50]. For example, in [34] they created
a numerical 3D model that simulates melting snowflakes by using smoothed particle hydrodynamics (SPH) while considering heat transfer, surface tension, pressure
forces among other variables to create a somewhat realistic melting model for ice
3
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particles. The melting process of ice, including ice hydrometeors, is fairly well understood, but there have not been too many studies on their single scattering properties
and how they change when the ice particles melt for larger ranges of frequencies,
i.e. what happen with the scattering properties when water starts to form in liquid
shape on the surfaces of the particles.
In [31] they created a heuristic melting model (Single Particle Melting Model) to
melt ice particles to then simulate their single scattering properties using the Discrete Dipole Scattering (DDSCAT) program for similar frequencies in the microwave
region. They simulated the results of melt fractions up to 0.15 (15% liquid water),
and found that the scattering and extinction properties changed drastically for all
melt fractions up to 0.15, especially during the initial phase of melting, compared
to the properties of pure ice crystals.
A similar study was done on ice crystal aggregates [7], which were melted using a
model inspired by observed melting features from an experimental study. They then
used a generalised multiparticle Mie method and a T-matrix method to calculate
the particles’ scattering cross sections. They found that the two methods gave large
differences between each other for both pure ice and melting ice particles, with the
conclusion that using these types of models should be done with caution. It was
also found, like in [31], that the extinction cross section is highly dependant on the
melt fraction.
In [26] they used Mie theory and expanded it to a two layered model to calculate
theoretical normalised back-scattering cross sections of ice spheres for frequencies of
9.34, 6.42 and 3.00 GHz. They found that the back-scattering varies greatly, both
increasing and decreasing, depending on the size of the particle, the wavelength of
the incident radiation and the amount of liquid water content on the particle. In
certain cases interference was also found to be the cause of lowered back-scattering
cross sections.
Similar results have been found in multiple studies [4][5]. In e.g. [37] they
calculated radar backscattering for large oblate spongy (the particle consists of a
mixture of both ice and water) ice spheres at 10 cm radiation (about 3 GHz). The
normalised radar cross sections varied in an oscillating manner with magnitudes of
up to 10 depending on the melt fraction.

1.5

Outline

The structure of the report is as follows:
• Chapter 2 describes the necessary theory to understand the rest of the report.
• Chapter 3 explains the software, scripts and data used, as well as what has
been done with these tools.
• Chapter 4 presents the results obtained from software, tools and simulations.
• Chapter 5 concludes the project, and discusses and evaluates the results
obtained and compares these with the goals of the thesis. Some suggestions
for future work are also given.
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2
Theory
2.1

Ice crystals

Water droplets in clouds can only form ice particles under certain circumstances,
where the temperature required needs to be zero degrees Celsius or lower, and in
some cases less than minus 30 degrees Celsius [46]. Ice nucleation can occur in
two ways; heterogeneous nucleation and homogeneous nucleation. In the former, ice
nucleation particles will either allow the droplets to freeze, thus forming ice particles
through condensation (gas to water to ice), or allow formation of ice particles directly
from the gas phase through deposition on ice nuclei. The resulting ice particles will
form snowflakes after a period of growth. These ice nucleation particles can be both
natural or anthropogenic aerosols that have formed ice embryos around their nucleus.
The second type of formation is homogeneous nucleation, where the water droplets
freeze by themselves, without the presence of a nucleation site. This requires colder
temperatures than in the presence of ice nucleation particles, spanning below −38◦ C
which only occur in high altitude clouds.
Stratus, cumulus and nimbus clouds are some examples of cloud types where
ice particles can form. These clouds occur between altitudes of 1 to 18 km and
can contain particles with a mean radius of roughly 10 to 1000 µm. Cirrus clouds
on the other hand consist of (almost) only ice crystals and are found in the upper
troposphere and lower stratosphere (between 7 and 16 km altitude), containing mean
radius ice particles of ∼10 to 100 µm [11]. Their ice particles (and so also the clouds
themselves) can form both by direct homogeneous freezing, or by heterogeneous
freezing in the presence of ice nucleation particles [39]. Polar stratospheric and
mesospheric clouds can also contain ice particles, but these are rarer as they can
only form in winter and summer respectively [46]. Ice crystals can also be found in
the atmosphere outside these types of clouds as individual ice particles where the
concentration of ice crystals is lower, where they have either fallen out of a cloud or
have formed outside of the cloud itself [53]. These ice particles can be responsible
for e.g. light haloes and other optical phenomena.
The shape and size of the ice crystals depend on local atmospheric conditions
such as water vapour saturation and temperature which cause the crystal to grow
in different ways [35]. The crystallisation process of water molecules and the growth
of ice crystals is too wide of a subject to describe in this report, but a few example
structures of single ice crystals can instead be seen in Fig. (2.1). There are a wide
range of different types of crystals, where many of the ones shown in the figure are
also found in the ARTS database, which is described in Section (2.2).
5
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Figure 2.1: A few different single ice crystal habits that can form depending on the
local temperature and water vapour saturation. The image is in the public domain.

2.1.1

Melting ice particles

The ice particles will begin to melt as they fall into regions in the atmosphere where
the temperature is above freezing, which is 0◦ C or higher (at standard atmospheric
pressure). The actual melting process of single ice crystals or more complex aggregates such as snow is complicated as there are both thermodynamic and physical
dynamic processes that affect the melting. How a particle melts depends on, among
others, the local temperature conditions, how the wind speed changes as the particle
falls through the atmosphere, if it grows through riming when colliding with other
particles or if it breaks up in smaller pieces as a result of dynamic forces or the
melting itself [7][22].
An ice particle begins to melt at locations where the ice molecules are the most
exposed to the surrounding environment, which means the melting begins at the
outer regions of the particle, moving inwards [43]. Using the solid plate in Fig. (2.5)
or in Fig. (2.1) as an example, the melting will (most likely) begin on the outer
faces or edges of the structure, whichever is the most exposed to the surrounding
environment and temperatures. Water drops can form in random locations all over
the particle, which can be isolated from one another due to capillary forces, or due
to surface tension move to ”stable” locations like intersections between branches or
corners [42]. If an airflow is present the droplets will move with (in the direction
of) the airflow until they reach stable positions on the surface of the particle. If
the particle has branches or other non-smooth sections water droplets will appear
at the tip or on the outer regions, where a continued melting process can lead to
these branches falling off and becoming separated from the rest of the particle.
This happens if the ice that is left cannot hold together the particle due to the
strong forces from the heavy water droplets [22], which in turn lead to the creation
of independent pure ice and pure water particles, but also multiple particles of a
mixed state (of both liquid and solid [frozen] form).
These melting ice particles are an important consideration in radar applications
6
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because of the different properties of ice and water. The radar cross section σ, which
is a measurement of how much energy is scattered back to the detector, is defined
as,
π 5 |K|2 D6
σ=
,
(2.1)
λ4
where |K|2 is the dielectric factor, D is the diameter of the particle and λ is the
wavelength of the incoming radiation [48]. The dielectric factor |K|2 depends on the
relative permittivity r ,
r − 1 2
|.
(2.2)
|K|2 = |
r + 2
The permittivity is a measure of the materials polarisability, and the relative permittivity can be written as,
(ω)
r =
,
(2.3)
0
where (ω) is the absolute permittivity of the material dependant on the wavelength
of the external electric field, and 0 is the vacuum permittivity. r can also be written
as a function of the refractive index m [30],
r = m2 .

(2.4)

It is therefore seen that the radar response will be greater for a material with a
higher relative permittivity (as |K|2 will increase with an increase of r ) compared
to a material with a low relative permittivity. Water in general has a higher relative
permittivity than ice [40], meaning if there are melting ice particles in the atmosphere they will scatter back more radiation to the detector than if there are just ice
particles alone [5]. For example, this is one of the reasons why atmospheric radar
observations can show a ”bright band” in the measurements [33], i.e. a horizontal
area with a stronger signal than above or below that specific altitude.

Figure 2.2: A simplification of the ”three phases” as layers in the atmosphere and
their temperatures. The first layer contains only ice particles, both single crystals
and aggregates. The second layer contains ice particles which undergo a melting
and aggregation process, and the third layer contains fully melted ice particles, i.e.
pure rain.

As ice particles fall through the atmosphere and reach altitudes where the temperature is above freezing, they will begin to melt. A visualisation of these regions
can be seen in Fig. (2.2). This figure is a simplified version of how the ice-to-rain
region can look like. Layer 1 contains pure ice crystals of both aggregates and single
7
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crystals that are falling downwards through the atmosphere. As they reach Layer
2 where the temperatures are above freezing they will begin to melt, and they may
also collide with each other to create larger aggregate structures such as snowflakes
[3]. As the particles melt their density will increase, and as a result begin to fall
faster due to less air resistance from the smaller (or denser) body. Since the radar
response also depends on the amount of particles per unit area, [48], the downwards
velocity will have an increasingly negative effect on the radar reflectivity as the particles begin to accelerate downwards (the acceleration is slow in the upper part of
Layer 2, but increases as the particles melt more and more, which result in a weaker
reflectivity due to less and less particles per unit area). The aforementioned aggregation (or growth) of particles together with the melting contributes with a positive
change in radar reflectivity in the middle to upper region of Layer 2 as more and
more ice is transformed to water. Further down in the layer the reflectivity weakens
as the particles accelerate. The melting process continues until all ice has melted
and only water is left acting as rain, which is the third and last layer. Here the
radar reflectivity is weaker than both the first and second layer as the number of
water droplets per unit area is small [3], while the second layer is the strongest due
to the presence of both ice and liquid water. Layer 2 can therefore be seen as the
reason for the ”bright band” in radar observations [49].
As they melt their density also changes, where pure ice has the density 0.9167
[g/cm−3 ], and liquid water has the density 0.9998 [g/cm−3 ] at 0◦ C and standard
atmospheric pressure [25].

2.1.2

The melting algorithm

The melting model used in this project is the basis of the Matlab package called
RimeCraft, and is a simplified version of the physical processes affecting the melting
as described in Section (2.1.1) and is strongly inspired by the Single Particle Melting
Model (SPMM) [31]. The algorithm does not take into account any physical properties or forces other than the particle’s density and size, which is described below.
Unlike the SPMM, this model is based on cubical dipoles (instead of hexagons like in
SPMM) in a 3D Cartesian grid, which simplifies the code complexity and improves
the computation speed when performing the melting simulation. A full particle is
represented by a large number of dipoles, where in Fig. (2.3) we see a grid structure
of the ”Thick plate” in Fig. (2.5d) above, where each dipole (represented as a square
or cube) has a certain size (mass), and state (solid or liquid).
The melting model finds the dipoles that are the most prone to melting based
on a radial weight (the dipoles further away from the center of the 3D grid, i.e. the
center of the particle, are more likely to melt) as well as the amount of ice neighbours
each dipole has, since a dipole with fewer ice neighbours is more prone to melting.
This means that all dipoles that melt at the same time have the same amount of
ice neighbours. A random selection between these dipoles is then done depending
on how many dipoles are allowed to melt at the same time (configured by the user).
The selected dipoles are then melted, where each liquid dipole that does not have
an ice neighbour is allowed to move around in the 3D grid. Each liquid dipole can
only move one step in every direction (i.e. one step in the x direction, one in the y
8
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and one in the z), and each dipole can only move to an empty position. They move
to the positions in the grid where they have the largest number of liquid neighbours
based on a weight. A face neighbour yields a higher weight than an edge or vertex
neighbour, and an edge neighbour yields a higher weight than a vertex neighbour,
meaning the move should maximise the condition,
wf ace ∗ nLiqF aces + wedge ∗ nLiqEdges + wvertex ∗ nLiqV ertices,

(2.5)

where wf ace, wedge and wvertex are user defined weights for the dipole faces,
edges and vertices respectively, and nLiqF aces, nLiqEdges and nLiqV ertices are
the number of face, side and vertex neighbours respectively. As long as there is at
least one liquid neighbour in the new position the move can be carried out. All
dipoles that are allowed to move are moved in a randomised order. This process,
from selecting dipoles to melt to moving the liquid dipoles, is repeated in an iterative
process until the wanted melt fraction (the water-to-ice ratio) is reached.

(a) Top view

(b) Side view

Figure 2.3: A 3D representation of a Hong Plate (comparable to the thick plate in
Fig. [2.5]), plotted in Matlab as a set of qubical dipoles. Seen from above in (a),
and from the side in (b).
Figure (2.4) depicts a simplified version of the melting model on 14 dipoles in
a 2D Cartesian grid. In this figure each ice dipole is represented by a filled black
square, and each liquid (water) dipole is represented by a black square with a white
circle in it. Inside each of these there is a number that shows the number of ice
neighbours each dipole has. As seen in panel (a) there are two dipoles with the
fewest ice neighbours, which have three each. These are the most prone to melting,
followed by those with four neighbours. In this example four dipoles are melted
each iteration. As there are just two dipoles with three ice neighbours, two more
have to be selected. Therefore a random weighted selection is made that selects two
more dipoles with four ice neighbours. These are melted (shown in Panel (b)), and
the amount of ice neighbours for each dipole is recalculated. All of the four liquid
dipoles have at least one ice neighbour, meaning no move is carried out and the
melting process is repeated in a new iteration. In Panel (c) we now have eight liquid
dipoles, where one of them has no ice neighbours. This one is allowed to move to
one of three positions which are shown in the figure as green blocks. The red blocks
show areas that the dipole can move to, but is not allowed to, since the dipole would
9
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not have a water neighbour in any of those positions. The dipole either stays or
moves up one position based on a random choice, as both of those have the same
number of water neighbours. After it moves (or not), the melting is again repeated
in a third iteration, which is shown in Panel (d). Here there are now just eleven
liquid dipoles, even though twelve have been melted (third iteration, four are melted
in each). This is because one has been removed to preserve the mass (or density) of
the particle. For every tenth melted dipole, one of the ones furthest away from the
center of the particle is removed to maintain this balance (as ten water dipoles weigh
roughly 10% more than ten ice dipoles). In Panel (d), there are now eleven liquid
dipoles, where four of them can move to new positions. How they move is again
dependent on the neighbour weights. The figure shows that both ”0” dipoles on
each side of the particle can move to the same position, however this can’t happen
because when one dipole moves to e.g. the upper position, the second dipole now
sees it as occupied and instead chooses another position.

Figure 2.4: A 2D visualisation of how the melting algorithm works. The black
squares represent ice dipoles, the squares with circles inside them represent liquid
dipoles and the numbers inside them tell how many neighbours to that certain block
is made of ice. The green and red areas describe to which positions the ”free” liquid
dipoles can and cannot move to respectively. Step (a) shows the initial dipole
configuration. Step (b) shows the first melting iteration where four dipoles have
melted and are shown as liquid blocks. In step (c), which is the second iteration,
four more dipoles have been melted, where one of them can move as it has no ice
neighbours. In step (d) four more blocks have melted and one have been removed.

In a 3D grid the process is much the same, except all calculations have to be
done in three dimensions instead of just two. The overall process of the melting
model is therefore;
1. The particle shape is loaded into the 3D Cartesian grid and the number of ice
neighbours for each dipole is calculated.
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2. The blocks with the fewest ice neighbours are given a weight, and a random
selection from these are made, where the number of selected dipoles depend
on how many dipoles are allowed to melt at the same time. These selected
dipoles are then melted.
3. The number of ice neighbours is recalculated for every dipole, and for each
liquid dipole a check is made to see where they should move to reach the
highest amount if liquid neighbours (based on the weights described above).
4. The moveable dipoles are moved (unless their current position has the highest
amount of liquid neighbours) in a random order.
5. The total melt fraction is calculated and compared to the maximum (wanted)
melt fraction. Return to Step 2 if it is lower than the maximum melt fraction,
otherwise the melting process is finished.

2.2

The ARTS database

The ARTS database (not to be confused with the Atmospheric Radiative Transfer
Simulator program which is also called ARTS) contain single scattering data for a
large variety of different ice hydrometeors (often referred to as habits) from quite
simple columns and bullet rosettes to more complex habits such as rimed graupel
aggregates. Some of the most common types of ice crystals, like the ones in Fig.
(2.1), are also found in the ARTS database. In total there are 34 different habits
(with a totally random orientation), where 18 of those are of the type single crystal,
and the remaining 16 are aggregates [13]. All single scattering data in the database
have been simulated (calculated) with the ADDA software (see Section [2.3]). Some
of these are seen in Fig. (2.5), which are 3D generated models of the shape data in the
database. The difference between single crystals and aggregates is that aggregates
are made up of a large number of individual crystals which are ”clumped together”,
creating one large aggregate. There is also one particle that is not made of ice in
the database, which is a liquid sphere.
For each particle there are scattering data for 34 different frequencies and 3
different temperatures, spanning between 1 GHz to 886.4 GHz, which are seen in
Table (2.1). The temperatures are; 190, 230 and 270 K.
Table 2.1: The different frequencies in the ARTS database.
Frequencies [GHz]
1
1.4
3
5
7
9
10
13.4 15
18.6 24
31.3 31.5 35.6
50.1 57.6 88.8 94.1 115.3 164.1 175.3
191.3 228
247.2 314.2 336.1 439.3 456.7
657.3 670.7 862.4 886.4
11
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(a)
5-bullet
rosette

(b)
Sector
snowflake

(c) Short column

(d) Thick plate

(e) 8-column aggregate

(f) Small column aggregate

(g) ICON snow

(h) GEM snow

Figure 2.5: Eight habits from the ARTS database. The first row are single crystals
and the second row are aggregates.
The directory structure of the database is seen in Fig. (2.6), where there are two
main habit orientations; total random orientation and azimuthally random orientation, where the former means the habit can be oriented in any possible direction,
and where each direction is equally probable. This means that for a habit with
a random orientation its single scattering properties have been integrated over all
angles, and because of this, these habits can be said to have a spherical symmetry
(even though the habits themselves are not necessarily spherical or symmetrical).
Azimuthally (horizontally) random oriented habits are seen as cylindrical which are
calculated for different tilt angles with respect to a local horizon. Their cylindrical property comes from their single scattering properties being integrated over all
possible azimuthal angles, which means their scattering properties do not depend
on the azimuth angle, only on the tilt angle between the cylinder’s circular normal
plane and the local horizontal plane. Since only random oriented habits are used in
this project, the azimuthal random oriented habits are not discussed as much.
The top level of the database contains the two orientations, AzimuthallyRandom
and T otallyRandom, which are follow by the state of the habit, whether its in a
liquid or in a solid (ice) form. The structure then defines whether the habit is
an aggregate or a single crystal and whether its pristine or rimed. At this level
there is a separate folder for each different type of habit, named after their type
and their database ID as habitT ype Id. For example an ice sphere has the folder
name IceSphere Id24, which contain its single scattering data in a NetCDF format
(under the T otallyRandom folder), a summary of important data for the habit
and an image of how the habit looks like. Each habit has at least 35 sizes and
32 frequencies, where the scattering data for each size and frequency is stored in
separate NetCDF files (in rare cases multiple sizes and frequencies can be stored in
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the same NetCDF file). For example if the scattering data for a single crystal ice
sphere with a size of two microns is wanted, it can be found under;
1

SSD/TotallyRandom/Ice/SingleCrystals/Pristine/IceSphere_Id24/
,→ TotallyRandomDmax00002um_Dveq00002um_Mass4.70943e-15kg.nc

which contain data about the habit’s scattering data such as the scattering and
extinction matrix, scattering cross section and more. From this data we can derive other properties such as the single scattering albedo and the back-scattering
efficiency.
The database also contains some tools (Matlab and Python interfaces) that allow
users to more conveniently handle and work with the data. Some for example can
automate processes that are tedious to do by hand, such as reading multiple NetCDF
files at the same time, or finding all data files for a certain habit if you only know
its ID.
The data format (in the NetCDF files) is as follows; each file (here described
as a Matlab struct for simplicity) has 102 different structs in a 34x3 struct, one
row for each of the 34 frequencies, and one column for each temperature. Each
and every one of these 102 structs contain 6 ”sub-files”; the date when the file
was created, the data format version and the database version, as well as 3 more
structs; SingleScatteringData, ShapeData and CalculationData. Each of these three
structs contain, again, even more data. The SingleScatteringData struct contains
data about the particle’s scattering properties such as the phase matrix, scattering
matrix, extinction matrix and the absorption vector. ShapeData has information
about the particle shape, its name and type, what ID it has, its diameter, aspect
ratio and so on. The last of the three structs, CalculationData contain mostly
information about how the data was generated, such as the number of cores used to
calculate the data.
It would be too complex to describe all of the data, so instead just some selected
important parts are described here. For a more detailed description the reader can
read for example the database’s technical report [13].
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Figure 2.6: The directory structure of the ARTS database.
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2.3

ADDA

ADDA (Amsterdam Discrete Dipole Approximation) is a command-line based opensource computer program for simulating the interaction of electromagnetic fields
with objects in 3D space [56]. It utilises the discrete dipole approximation (DDA)
[55] to calculate the scattering and absorption of incoming electromagnetic waves
after interacting with particles in their paths of propagation. The simulations can
be run on one or several processors (CPU:s) at the same time (parallel computing),
or it can be run on a graphics card (GPU), depending on what is best suited for the
simulation.
The discrete dipole approximation defines the particle (the scatterer) as a finite
number of dipoles (a dipole can be, for example, one of the ”cubes” in the Hong
Plate in Fig. [2.3]), to solve a large number of linear equations. Each dipole in a
particle is physically connected to its neighbours, and can therefore interact with
nearby dipoles. For example, a dipole that is hit by an electromagnetic wave will
(depending on its polarisability) change its polarisation state, and interact with its
neighbours via its own and the others’ electric fields [47]. This process is dependant
on both the internal polarisation for each dipole and the externally applied electric
field. An example of an equation that ADDA solves looks like;
X
α−1
Hij · Pj = Einc
(2.6)
· Pi −
i ,
i
j

where Pj are the unknown dipole polarisations to be found. αi is the polarisability, Hij is the total interaction term and Einc
is the incident electric field and the
i
subscripts i and j identify the different dipoles in the scatterer. ADDA solves this
and many other linear equations related to electromagnetics and polarisations to
calculate the polarisations (and the internal electric fields) of every single dipole in
the particle. This is done for a large set of angles, i.e. it calculates the scattering
properties when the electric field is applied from different directions. The result
from all angles are then summarised to create an orientation averaged result.
ADDA calculates the full Mueller scattering matrix over a certain set of scattering angles [56][57]. The Mueller matrix describes the change in polarisation of
electromagnetic waves after interaction with a medium (e.g. an ice particle) [6]. The
matrix can be said to relate the polarisation from one state to another, i.e. it relates
the Stokes vector (the state of the polarisation) before and after the interaction with
a medium. If S defines the Stokes parameters and M is the Mueller matrix, then,
Ssca = M Sin ,

(2.7)

describes how the polarisation changes due to scattering (Ssca is the polarisation
state after scattering and Sin is the pre-scattering polarisation). The Muller matrix
is a 4x4 matrix (since the Stokes vector has four values), so the mueller file from the
simulations contains information about each of these 16 variables for multiple angles.
This means, if ADDA does an orientation averaging over 360 different angles, the
mueller file will contain 4 ∗ 4 ∗ 360 = 5760 values, hence quite large.
When all the important properties are known it is possible to calculate the
scattering and absorption fields and cross sections. The scattering amplitudes (the
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probability of a certain scattering event occurring [51]) can be derived from the
scattering fields, and from that it is ”simple” to find the Mueller scattering matrices
and the asymmetry parameter [55] (both of these are described below). Due to the
large number of equations, and the complicated internal functions of how ADDA
actually solves these equations, the program will not be described in detail in this
report. The reader is instead advised to read the ADDA user manual [57], or read
an overview of DDA and how it works, e.g. [55] for further knowledge.
ADDA’s simulation results are found through an iterative solver method, where
each equation, or a set of equations, are iterated until they reach convergence, i.e.
until an accurate solution is found. The convergence criterion differ from simulation
to simulation, and can be manually set by the user by changing a so called eps
value, which is a stopping criterion for ADDA. The iterative solver has found a good
enough solution when the relative residual norm of the iterative solver (i.e. when
the error in the calculations) is lower than a specific value. This value is defined
as εiter = 10−<arg> , where < arg > is the value of eps [57]. Therefore a higher eps
value will result in a more exact solution (if one is found). The time it takes to find
a solution depend on the size of the particle (the number of dipoles it contains), the
value of eps, the particle’s shape and the refraction index of the material(s). More
dipoles, a higher eps value, a complicated shape and a high refractive index are all
properties that will result in a longer computational time, compared to few dipoles,
a low eps value, simple shapes and low refractive indices that will be quicker to
simulate.
There is a general ”rule of thumb” regarding ADDA’s capabilities of finding the
scattering properties, which is formulated as ”ten dipoles per wavelength inside the
scatterer ”, which means that a particle of the same size as the wavelength of the
incoming radiation needs to be at least ten dipoles wide. The (loosely defined)
criterion for using ADDA is,
λ
,
(2.8)
d=
10 ∗ |m|
where d is the maximum recommended size of a dipole for ADDA to be able to find
an accurate solution. This value is then the upper limit for how large a dipole can
be. All dipoles need (should) be smaller than this size. The other variables are; λ,
which is the wavelength of the radiation, and m is the complex refractive index of
the particle. The refractive index consists of a real and an imaginary part,
m = m + im0 ,

(2.9)

where |m| in Eq. (2.8) then is the absolute value of the real (m) and imaginary part
(m0 ) in Eq. (2.9). It is therefore seen that for a higher refractive index (real, imaginary, or both) will require more dipoles per wavelength for the iterative solver to
converge, i.e. the simulation time will increase. Particles with high refractive indices
can still be simulated, but the validity of the results in this regime is, as stated in the
manual, ”investigated much less thoroughly” [56] compared to moderate refractive
indices. It is also noted that the errors of the calculations will increase significantly
with respect to m. Large refractive indices can therefore still be calculated, but with
a higher chance of errors (and lower accuracy). The larger the refractive index, the
higher computational power is required, therefore the amount of available computer
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resources is the limit for how large refractive indices can be used. Another criterion
for particles that are smaller than the wavelength is that d ”should be much smaller
than than any characteristic sizes of the particle”. In other words, as many dipoles
as possible should be used to describe the physical shape of the particle, especially
complex parts.

2.3.1

Cross sections and Efficiencies

A cross section can be described as the effective area which determines an objects
probability of scattering or absorbing radiation, and is calculated by the equation,
Cext =

4πk X
Im(P i · E inc∗
),
i
Re(min ) i

(2.10)

for the extinction cross section Cext . k is the wavenumber (k = 2π/λ, where λ is the
wavelength), min is the refractive index at the direction of the incoming radiation,
Pi is the dipole polarisation and Einc∗
is the complex conjugate of the incident
i
electromagnetic field [56]. The absorption cross section is calculated as,
Cabs =

4πk X
Im(P i · E ∗i ),
Re(min ) i

(2.11)

which is similar to Eq. (2.10) but considers the outgoing electromagnetic field instead. These are the equations ADDA solves, and Cabs and Cext both have the unit
[µm2 ].
The absorption and extinction efficiencies can be derived from Eq. (2.10) and
(2.11) by dividing them with the geometrical cross section of the same particle Aext
or Aabs ,
2
Aext = πreq
= Aabs [µm2 ],
(2.12)
where req is the equivalent radius of the particle (the radius of a sphere that would
have the same properties as the particle in question) [29]. This equation is also seen
in Eq. (2.19) below. The efficiencies are therefore calculated as,
Qext =

Cext
,
2
πreq

(2.13)

Qabs =

Cabs
,
2
πreq

(2.14)

for the extinction efficiency, and,

for the absorption efficiency. They are both unitless since both the cross sections C
and the geometrical cross sections A have the unit [µm2 ].
The Mie efficiencies are similar to the efficiencies in Eq. (2.13) and (2.14), but are
instead only valid for spheres. Due to the complexity of the equations for calculating
the Mie efficiencies they are not described here. The reader is advised to read e.g.
[6] instead.
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2.3.2

ADDA input and output

The ADDA software is quite versatile as it can be used with almost any type of
particle (as long as they fulfil the criterion in Eq. [2.8]). The user can also configure
many different settings and variables such as the type of incident beam, if the
scattering cross section should be calculated, what the stopping criterion should
be, what wavelength to use and so on. As the program is command-line based,
these variables has to be defined together in the same command that is used to run
ADDA. This is further described in Section (3.1.3).
In a standard configuration, ADDA output four files after each simulation. These
are called CrossSec, mueller, log and log orient avg. All of these are basic text
files with data from the simulation stored in them. The CrossSec file contain information about the habit’s scattering properties, including the extinction and absorption cross sections, and the extinction and absorption efficiencies. The mueller
file contains information about the Mueller matrix for different scattering angles as
described earlier, and in some cases, due to how many orientations that are used in
the simulations, this file can be quite large. The log files (log and log orient avg)
contain information about the simulation, including how the run did (if it converged
or failed), how long time it took, which angles were simulated and so on. These files
are described later in the report.

2.4

Single scattering properties

There are a few physical variables of importance in this project, including the singlescattering albedo (SSA), asymmetry parameter and the absorption and extinction
cross sections. The single-scattering albedo is written as,
SSA =

Qext − Qabs
,
Qext

(2.15)

Cext − Cabs
,
Cext

(2.16)

in terms of efficiencies (Q), and as,
SSA =

in terms of cross sections (C), where Qext and Qabs are the extinction and absorption
efficiencies respectively, and Cext and Cabs are the extinction and absorption cross
sections respectively [46]. These equations describe the ratio between the amount
of scattering to total extinction. From the relation extinction = scattering +
absorption we can rewrite Eq. (2.15) and (2.16) as,
SSA =

Qsca
,
Qext

(2.17)

SSA =

Csca
.
Cext

(2.18)

and,
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The efficiencies (Q) are dimensionless measures of how well the material scatters or
absorbs incoming radiation, and, as an example, can be written as a function of the
extinction cross section Cext and the area of the scattering particle Aext ;
Qext Aext = Cext ,

(2.19)

where both Aext and Cext have the unit [µm2 ].
The asymmetry parameter g is also a dimensionless number, and can range
from −1 to +1. The closer it is to +1, the larger the portion of the radiation that is
scattered forwards, and vice versa. If g = 1, then all radiation is scattered forwards,
and if g = −1, everything is scattered backwards (in relation to the direction of the
incoming radiation). The variable is defined as,
Z
1 π
cos(θ)P (θ)sin(θ)dθ,
(2.20)
g=
2 0
where θ is the scattering angle and P (θ) is a normalised phase function (the angular
distribution of scattered light) [12].

2.5

Refraction indices of ice and water

The real and imaginary parts of the refraction index can be calculated in different
ways depending on the model used (as the model often varies depending on the type
of material and the frequency of interest, e.g. [36] and [45]). As described in Eq.
(2.4) the refractive index can be derived from the relative permittivity. The relative
permittivity, as described in Eq. (2.4), contains both a real and an imaginary part,
r = 0i + i00i .

(2.21)

In this project, the relative permittivity for ice is calculated as follows [40],
0i = 3.1884 + 9.1 ∗ 10−4 (T − 273K), 243 ≤ T ≤ 273K,

(2.22)

for the real part, where T is the temperature in Kelvin. The imaginary part is,
00i =

α
+ βν,
ν

(2.23)

where ν is the frequency and α is,
α = (0.00504 + 0.0062θ) ∗ exp(−22.1θ), [GHz],

(2.24)

where θ is a modified inverse temperature defined as,
θ=

T0
− 1,
T

(2.25)

where T0 = 300K. The β in Eq. (2.23) is,
β = βM + ∆β,

(2.26)
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where βM is,
B1
exp(b/T )
+ B2 ν 2 .
2
T (exp(b/T ) − 1)

(2.27)

Here B1 = 0.0207 [K/GHz], b = 335 [K], B2 = 1.16 ∗ 10−11 [GHz −3 ] and ν is again
the frequency in GHz. ∆β is,
∆β = exp(−9.963 + 0.0372(T − 273.16)),

(2.28)

where T is the temperature in Kelvin. With equations (2.22) and (2.23) together
with (2.24)-(2.28) it is possible to calculate the relative permittivity for ice in Eq.
(2.21), which can then be used to calculate the refractive index by using Eq. (2.4).
The relative permittivity for water is calculated with the model described in [15].
Due to its length and complexity it is not described here.
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3.1

Experimental setup and data description

As described in Section (2.2), the single scattering data from previous simulations,
and other tools and shape data have been used together with a wide range of Matlab
and bash scripts to be able to generate melting ice hydrometeors, simulate their
single scattering properties in ADDA, and analysing and compiling the output into
the ARTS NetCDF format. All these steps will be described in further detail in the
coming sections. A data structure similar to the one in Fig. (2.6) is used throughout
the project for new data (new simulations, data files, shape files etc.) to get to know
the database structure faster, and to quickly be able to find and move files between
directories.
This chapter begins with an overview of the RimeCraft software and how it
works, followed up by an ADDA section, where the ADDA program and what files
it uses is described more in detail. Some of the most important scripts and Matlab
functions are also described.

Figure 3.1: How the software and hardware is connected. Dendrite is a file server
and C3SE is the Chalmers Centre for Computational Science and Engineering (PCclusters). Both of these are accessed remotely.

21

3. Method

Figure (3.1) shows how all parts of the project are connected, and which programs
run where. In short, all habits were copied over from the ARTS database on Dendrite
(a file server) to a local desktop computer which ran Matlab and ADDA. These two
programs had access to a large set of functions, scripts and files such as RimeCraft,
where habits were melted. After melting the habits in RimeCraft they were sent to
ADDA where they were simulated to find their single scattering properties. All the
”blocks” in the figure will be described in further detail in the coming sections.

3.1.1

Dendrite and the ARTS database

Version 1.1 of the ARTS database, and some extra tools, scripts and output data
from ADDA were accessed through a file server called Dendrite (belonging to Chalmers
University of Technology). The database was also accessible online [14], but required
the user to download the entire database, which was not needed as only a selection
of the habits were to be tested. The habits used for testing and simulating (with all
their corresponding folders and files) were copied over to a local computer to avoid
working directly on the file server. All copied files were kept under the same file
structure as in Fig. (2.6).

3.1.2

RimeCraft

RimeCraft is a software package for Matlab which can be used to both melt and rime
particles. In the software, habits are made of many small dipoles, and each dipole
has its specific coordinates in 3D space; one coordinate value for the x-axis, one for
the y-axis and one for the z-axis. In Matlab, and in this report, they are shown as
cubes. Each dipole has a certain material property (such as density) and can be
defined as either ice or water. A riming process can be simulated by adding dipoles
in a random or a deterministic way to the habit, which both increases the habit’s size
as well as changes its shape (depending on how many dipoles are added). However,
it is the melting process that was needed, so an inverse riming process was instead
used. This inverse process was achieved by melting habits (by turning dipoles into
water). How this process works is described in Section 2.1.2, but in short consists
of melting dipoles after a certain set of rules. These melted dipoles are then able to
move around on the habit.
RimeCraft was chosen due to its simplicity, ease of use and the fact that it
had already been used with the ARTS database before. It is not the most realistic
melting model, but it is good enough (as there are so many other uncertainties in the
data models and simulations). Other models described in Section (1.4) would most
likely work too, but since they are more realistic their models are also (much) more
complicated and hardware demanding, which makes them harder to implement in
e.g. Matlab. Therefore they have not been used. RimeCraft was deemed a good
balance between realism, speed and simplicity.
The habits that were to be melted could be either created by one of the scripts
in the RimeCraft package, or they could be read from a so called ADDA shape file,
which consists of some meta data about the habit and its properties, as well as x-y-z
coordinates for each dipole. These shape files are just regular text files, and can
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look like,
1
2
3
4
5
6
7
8
9
10
11
12
13
14

# Dmax00014um_Dveq00010um_Mass4.79983e-13kg_Freq0887.000GHz
# diameter_max=0.00001440997906737856
# diameter_vol_eq=0.00001000000000000000
# habit_id=7
# density=916.7000000000002
# ADDA geometry file generated by a matlab script.
# Bounding box goes from (0, 0, 0) to (14, 9, 8).
# Number of grid points are 1035.
0 0 4
0 1 2
0 1 3
0 1 4
0 1 5
...

where the first lines are marked as comments (by the ”#” symbol) that describe the
type of habit, its ”name” (the first row) and some physical properties such as its
volume equivalent diameter and its density. In the last rows the 3D coordinates (in
the order x y z) for each dipole are listed, where each coordinate is separated by a
new line.
Shape files like these were read by the RimeCraft package, which transformed
these sets of x-y-z coordinates into a 3D Cartesian grid model of the particle. This
new grid model was stored as a struct data type in Matlab, which then underwent
the iterative melting process until it reached the requested melt fraction. During
the melting process many of these dipoles were turned into water, their coordinates
were changed as they moved around on the habit and some were removed (to keep
the mass constant). To keep track of which dipoles were ice, and which were water,
modifications were done to the habit struct.
As RimeCraft finished melting the habit, all dipoles’ coordinates were saved in
a new shape file (after converting the 3D Cartesian grid into a coordinate matrix),
with an extra boolean value for each coordinate that defined whether the dipole is
of ice or of water. The new type of shape file could then look like,
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

# Dmax00014um_Dveq00010um_Mass4.79983e-13kg_Freq0887.000GHz
# diameter_max=0.00001440997906737856
# diameter_vol_eq=0.00001000000000000000
# habit_id=1234567
# density=916.7000000000002
# ADDA geometry file generated by a matlab script.
# Bounding box goes from (0, 0, 0) to (14, 9, 8).
# Number of grid points are 1015.
Nmat=2
0 1 2 2
0 1 3 2
0 1 4 2
0 1 5 1
0 1 6 1
0 2 2 2
...

where there now were a fourth value after each coordinate, that either had the value
”1” if the dipole was made of ice, and ”2” if the dipole was made of water. The
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N mat = 2 line was a ”flag” for ADDA that told it that this shape file had two
different materials. The material boolean value was required if ADDA should later
be able to simulate the single scattering properties of this melted habit. Comparing
this to the first shape file, it is seen that this one has fewer grid points (1015 compared
to 1035), which shows that some dipoles had been removed to preserve the mass of
the habit as described in Section 2.1.2.

3.1.3

ADDA

A shape file for a (melted) habit was needed to be able to simulate its single scattering properties. This have been done with the ADDA software, which is open source,
and can be downloaded as a zip file with uncompiled code. The user therefore has to
compile it on each computer that it needs to be used on. The program should work
on most operating systems such as Linux, macOS and Windows. ADDA can run its
simulations on either one or more processors (CPUs), or on a graphics card (GPU),
there are some options and considerations regarding compiling it, however that will
not be discussed here. ADDA was compiled with both GPU and CPU support to
test its suitability on melted ice particles (compared to the simulations on the pure
ice particles already in the ARTS database), and to see which of the two computing
units (CPU or GPU) could complete the simulations the fastest.
When the program is compiled an executable file is created, called either adda mpi,
which is used for running the simulations on one or more processors (CPU), or
adda ocl which is used for running simulations on the GPU. mpi and ocl in the
executable name is an abbreviation for Message Parsing Interface (MPI) [2], and
Open Computing Language (OpenCL) [32], where the former allows ADDA to run
a single simulation on multiple processors at the same time, and the latter is similar,
but instead allows ADDA to run on a graphics card [56]. These abbrevations and
executable names are used throughout the report.
Thanks to previous work on the database there are ready scripts and data files
for the different habits - which have been used to simplify the process of running
ADDA. These are stored in a folder called AddaOutput on the Dendrite server (see
Section [3.1.1]), and for each habit type, size and frequency there are separate ”job
directories” which look like the structure in Fig. (3.2). These folders contain ”raw”
data (not in NetCDF format) from previously done ADDA simulations as well as
scripts and log data.
To do a ”run”, i.e. a simulation in ADDA, several files are needed (except for
ADDA itself), including;
1
2
3
4

execADDA_mpi_desktop.sh
JOB.sh
avg_params
shape.adda
where execADDA mpi desktop.sh is a ”habit independent” bash script which is
always called (executed) no matter which type of habit that is simulated. (This file is
not necessarily needed for running ADDA, but it has been used to avoid a lot copying
and pasting commands by hand). The remaining three files are different for each
habit. These files are found in the ”job folders” as seen in Fig. (3.2), and have been
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...
<habitType Id>
TotallyRandom
<DmaxAum DveqBum MassCkg.nc>
<FreqDGHz TEK epsF epsAvgF>
avg params
CrossSec
JOB.sh
log
log orient avg
meta.mat
mueller
shape.adda
std.err
std.out
.
.
.
<FreqUGHz TVK epsW epsAvgW>
.
.
.
<DmaxXum DveqYum MassZkg.nc>
Figure 3.2: An example directory structure of the AddaOutput directory in the
ARTS database. The bottommost files of the directory are the files in a so called
”job directory”.
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reused for all new simulations (as said above, they are the files from previous work on
the database). The directory contains the JOB.sh, avg params and shape.adda files
among other raw data from the previously done ADDA simulations. The JOB.sh
file is a bash script file just like execADDA mpi desktop.sh, which has information
about the current job, like the habit ID, the wavelength of the incoming radiation,
the habit’s equivalent radius, the complex refractive index, as well as the eps value
for ADDA (the stopping criterion). The avg params file is a text file that contain
variables for ADDA that defines how to orient the habit during the simulation. The
shape.adda file is the shape file which has been described earlier.
ADDA is run by calling the bash script execADDA mpi desktop.sh followed by
a number of arguments that control what to simulate and how to do the simulation.
This script basically takes the user’s input arguments and uses those to call the
job specific JOB.sh file in the job directory (where the shape file among others are
located), that then calls the ADDA executable adda mpi or adda ocl that starts
the simulation. What these two bash scripts do is they ”automate” the process of
running ADDA so that the user does not have to manually enter every single variable
and every single file path every time ADDA is called. They use the user’s input
variables together with the information in the JOB.sh, avg params and shape.adda
files to ”build up” a long command. This command calls the ADDA executable and
tells the program what to do, which then starts the simulation. How to actually
execute and run ADDA is not described in detail here, but the reader is instead
advised to read the user manual [57].
After ADDA has finished the simulation a few new files are created, and a job
folder can now look like;
1
2
3
4
5

avg_params
CrossSec
JOB.sh
log
log_orient_avg

meta.mat
mueller
shape.adda
std.err
std.out

where avg params, JOB.sh and shape.adda are unchanged. The most important
files are CrossSec and mueller, which contain information about the habit’s scattering properties. The CrossSec file contains four variables and can look like,
1
2
3
4

Cext
Qext
Cabs
Qabs

=
=
=
=

0.2755797983
0.00350879097
0.2748608957
0.003499637617

where Cext and Cabs are the extinction and absorption cross sections, and Qext
and Qabs are the extinction and absorption efficiencies. As said earlier, the mueller
file contains information about the Mueller matrix for different scattering angles,
and due to the large amount of orientations used in the simulations this file is often
large. The log files (log, log orient avg and std.out) contain information about how
the run did, how long time it took, which angles were simulated and so on, and have
therefore been used to both verify the simulation result and to debug ADDA and
the simulations when for example errors occurred.
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3.1.4

Extra scripts

Except for RimeCraft, several other Matlab packages have been used, including
Atmlab (tools to work with the ARTS software) [8][9], convert2nc and DataInterf aces
(scripts for interacting with the ARTS database and ADDA files) [38] . Except for
just ARTS (the software) tools, Atmlab also contain several useful functions for calculating different physical variables such as refractive indices and Mie variables. The
second package, convert2nc, is made specifically for the ARTS database and includes
functions for e.g. reading raw ADDA output data and importing it into Matlab. The
DataInterf aces package includes functions for interacting with the ARTS database,
such as exploring its contents and listing properties of certain habits. All of these
packages have been used to handle raw ADDA data, to calculate certain physical
properties, to convert the ADDA data to the database format, and to interact with
the database.

3.1.5

Hardware and software specifications

All work, including the ADDA and RimeCraft simulations have been done on a
desktop PC. This section briefly describes the hardware setup, which programs have
been installed, so that the reader understands what needs to be installed to e.g. run
ADDA on their own computer (see ADDA’s Github page [54]), and to get a sense
of what hardware requirements are needed to perform similar simulations.
The desktop PC consists of an Intel Core i7-4790k 4 core 8 thread 4.2 GHz CPU,
16 GB of DDR3 1600 MHz RAM, and an AMD R9 390 8GB GPU. As both RimeCraft (running in Matlab) and ADDA are CPU intensive, the amount of CPU cores
and the total CPU clock speed are the two most important hardware specifications.
ADDA can utilise multiple CPU cores (but not threads) to perform a simulation
faster, which meant that during the simulations with the desktop PC ADDA could
”only” use 4 cores during each simulation.
On the software side, Matlab R2021a and Matlab R2019b have been used, together with ADDA version 1.4.0, GNU make 4.3-3, gcc and gcc-fortran 10.2.0-6,
fftw3 3.3.9-1, openmpi 4.0.5-3, mpich 3.4.1-1, opencl-amd 21-10-1247438-1 (openclmesa 21.0.2-1 did not work with ADDA due to segfault errors), clfft 2.12.2-1 and
clblas 2.12-3, which were all required for running ADDA on a CPU or GPU. The
PC was running Linux Manjaro (64 bit).

3.2

Experimental pre-study

The ADDA program and RimeCraft (and related scripts) had to be extensively
tested before moving on to the ”larger” simulations to check that they worked, to
get an understanding of how they worked and to investigate how to modify them
and their settings so that they could be used for habits containing both ice and
liquid water.
This section is divided into three parts; the first part (3.2.2) describes how RimeCraft has been tested and modified so that it could be used with melting ice particles,
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the second part (3.2.3) goes into detail how the DDA program ADDA has been investigated and tested to check that it could be used with these melted particles
from RimeCraft, and the last part (3.2.4) describes how the output from ADDA has
undergone a quality control and other checks to see if the data was good enough
and reasonable, and it describes how this data has been converted to the NetCDF
format that is used in the ARTS database.

3.2.1

The iterative process

As explained shortly in Section (1.2) an iterative process was used for the entire
project, mainly due to the amount of testing and tweaking that had to be done
to the software. A somewhat simplified visualisation of this process can be seen
in Fig. (3.3). This process was not followed all the time, as it was more of a
guideline than actual rules, but overall it can be seen as how the different steps were
done. A few selected habits from the database were melted in RimeCraft to different
degrees of melting. As the goal was to get as close to a realistic (or ”acceptable”)
melting, the melted habits had to be examined. The RimeCraft package visualises
the habits during melting (with Matlab’s scatter3 function), which made it easy to
view how and where the habit had melted. The melting results, both the melting
process up to the final meltfraction and the melted habit (at the final meltfraction),
were compared to the studies made on real melting snowflakes (described in Section
[2.1.1]) to see how close RimeCraft’s melting simulation was to a real one. The
properties and processed looked at were where the melting began, where on the
habit the water dipoles moved, how they moved and where they moved to. For
example, if water dipoles were seen to move away from the habit instead of moving
closer to the habit where the greatest number of water dipoles were, or if the habit
began to melt in the center instead on the outer edges, the melting simulation was
most likely not working as intended, and RimeCraft had to be tweaked to try to
improve the melting model. After tweaking, the same habit was melted again to see
if the melting process was better or worse than previously. These sort of iterations
were repeated until a satisfactory melting was achieved.
The (partially) melted habit could be saved to an ADDA shape file, loaded into
ADDA (with the commands and scripts described in Section [3.1.3]), and simulated
to find its single scattering properties. As the output from ADDA is a cross sections
file and a Mueller matrix, these had to be imported into Matlab and converted to
the NetCDF format by using the aforementioned scripts before reading or visualising
some of the data. For each ADDA simulation, the acquired data, such as extinction
and absorption cross sections and single scattering albedo, underwent a ”quality
control”. This means that the data was checked for bad values, for example if it
contained unexpected data values (e.g. values much larger than expected), missing
values or similar. The data was also compared to the pre-existing single scattering
data from the database for the pure ice particles, to see for example if it was similar
for low melt fractions, and if the values increased or decreased for higher melt fractions compared to low. The scattering and absorption cross sections and efficiencies
were expected to increase with an increasing meltfraction (e.g. [31]), so all ADDA
results were checked to see if the same effect could be seen for the simulated data. If
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the data (somewhat) followed the expected pattern and did not contain any errors
or missing values, the data was saved and the entire process was ”restarted” with
another habit.
The output data from ADDA was checked for ”bad data”, such as;

• anomalies, could be for example ”spikes” in the data, or unexpected large
or small values (for example if the absorption cross section is 10−5 [m2 ] for
meltfraction 0.1 and then suddenly 10−1 [m2 ] the meltfraction after),

• missing data, data that should have existed but did not, which could happen if
e.g. a software error occurred during a simulation or if the output data could
not be saved to the output file.

Data that showed either anomalies or missing data were investigated and simulated
at least one more time (either in ADDA or in RimeCraft) to check if the same data
was retrieved once more. If for example a spike was seen in the output from ADDA,
the exact same ADDA simulation was run again, and the new output was compared
to the old. If the spike persisted, either the eps values or the rotational settings
in avg params were changed, or the habit was re-melted in RimeCraft (with the
same or tweaked RimeCraft settings) and then simulated once more in ADDA. The
output from ADDA was again compared to the old (original) values.
The data also underwent ”quality controls” to check;

• precision and accuracy, to see if two simulations on the same habit with the
same ADDA settings led to the same output data,

• physics, if the output behaved as expected (or according to the laws of physics),
e.g. if the cross sections increased or decreased as expected.
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Figure 3.3: A flowchart representation of the iterative process used during the
project.

3.2.2

Testing RimeCraft

The RimeCraft software was primarily created to grow particles through a riming
process, not to do the inverse by melting them. Because of this, this melting simulation had to be tested with multiple different habits to evaluate if, and how well
the melting process imitated a realistic melting process. Previously the code had
mostly been tested on smaller and simpler (individual) habits, where the program
was deemed to be able to melt these habits in a satisfactory way. This meant that
the melting model was to be tested on more complex habits such as aggregates and
larger single habits for multiple different meltfractions.
In total (excluding hundreds of initial tests), roughly 50 different melting simulations were done on 7 different habits (see Table [3.1]). For each habit, two different
sizes were selected; a medium sized, and one small sized (relative to the available
sizes of each habit). For example, if the largest size for a habit was 8 cm, then the
medium size was roughly half of that, and the small was the smallest size available
(in the database) of around a few micrometers. These were melted up to a meltfraction of 0.4 (40% water), where the melted habit (the shape) was saved for certain
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...
<habitType Id>
TotallyRandom
<DmaxAum DveqBum MassCkg.nc>
<FreqDGHz TEK epsF epsAvgF>
<melt0.050>
avg params
JOB.sh
shape.adda
<melt0.100>
.
.
.
<melt0.200>
.
.
.
avg params
JOB.sh
shape.adda
.
.
.
<FreqUGHz TVK epsW epsAvgW>
.
.
.
<DmaxXum DveqYum MassZkg.nc>
Figure 3.4: Same as Fig. (3.2) but with ”melt folders” for the different meltfractions.

specific meltfractions between 0 and 0.4, including; 0.000, 0.002, 0.010, 0.020, 0.040,
0.060, 0.080, 0.100, 0.200, 0.300 and 0.400. When the melting habit reached each
of these meltfractions, the shape was saved to a shape file, and the melting simulation continued until the final meltfraction was reached. The 0% melted habit was
not melted at all, but was included for simulating in ADDA, to have a reference
point when comparing the higher degrees of meltfraction habits with their unmelted
counterparts. Some tests were done where habits were fully melted (meltfraction
1), to see what happened to the water dipoles when there were few (or none) frozen
dipoles nearby. As described in Section (2.1.2), the distance of all dipoles to the
center of the grid where the habit was placed were calculated. During these tests,
each habit was loaded into RimeCraft from its shape file without checking if the
particle was centered around the grid origin or not. This meant that some habits
were not centered correctly, which as a result affected the melting simulation. The
results from these tests are found in Section (4.1).
All melted habits had their shape files saved as subfolders in the job directories
(under the frequency folder), with a directory structure like in Fig. (3.4). Each
”melt folder” contains the habit shape file at that specific meltfraction, along with
scripts necessary for ADDA. These scripts included the job file (JOB.sh), the shape
file for that specific meltfraction (shape.adda), and the rotations file (avg params).
The melt folders are named as meltX.XXX, where X.XXX is the meltfraction
with three decimals, e.g. melt0.350 contains the shape file for a 35% melted habit.
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Table 3.1: The seven (primarily) tested and simulated habits.
Habit
Type
Bullet rosette 4b perp.
Single
Plate
Single
Block column
Single
Sector snowflake
Single
Snow aggregate
Aggregate
Snow gem
Aggregate
Column aggregate crystal Aggregate

ID
10
9
12
3
1
32
22

Sizes [µm]
18, 4132
13, 4056
13, 2632
20, 4628
172, 3817
720, 4138
349, 4422

Max. meltfraction
0.4, 1.0
0,4
0.4, 1.0
0.4, 1.0
0.4
0.4
0.4

As the number of data points (dipoles) of each habit depended on the size and
type of habit, some habits had too few dipoles to accurately calculate small changes
in the meltfraction, such as a change in meltfraction from 0 to 0.002. To solve this
issue, fewer, and more sparsely placed meltfractions were instead used. Instead of
the eleven steps between 0 and 0.4, only five were used; 0.000, 0.100, 0.200, 0.300
and 0.400. This gave less data, both from the RimeCraft simulations, but also from
ADDA, which was not ideal when testing the programs (since less data may result
in missed data variations or anomalies).
During each melting, the iterative process in Fig. (3.3) was (more or less) followed. If a simulation produced unexpected results, such as dipoles moving away
from the particle, RimeCraft’s settings and code was tweaked and the same particle was melted once more. This process then repeated until a (more) realistic and
satisfactory simulation was achieved.

3.2.3

Testing ADDA

As described in Section (3.1.5), ADDA and its necessary components were compiled
and installed on a desktop computer running Linux. To check if the ADDA program
worked as intended, and if it could give the same output as the already existing
output in Dendrite (AddaOutput), several different habits were simulated in ADDA,
including a bullet rosette, a long column, a plate and a sector snowflake, which were
all pure ice single crystals with a totally random orientation. For each habit, two or
more sizes and frequencies were tested, resulting in a total of 20 different simulations.
This gave a large enough variety in habit types, sizes and frequencies for an initial
test. The output from each simulation, which were the Mueller matrix, the cross
section data and the log information, were compared to the corresponding habit data
on Dendrite to see if there were any large differences between these new simulations
compared to those in on the server which had been done previously.
Multiple tests were done on ADDA itself by changing the input variables before
running a simulation. ADDA’s eps value (the criterion for when the program’s
iterative solver reaches convergence) was tested to see if changes to it changed the
output in a significant way. As ready input files from Dendrite were used, they
included ”default” eps values for each habit. These values were changed to both
higher and lower values (+1 or -1 in integer steps), a habit was simulated, and the
output was compared to the output from the default settings. Multiple tests were
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Table 3.2: The habits used to test ADDA’s eps criterion
Habit
Type ID
Bullet rosette 4b perp. Single 10
Bullet rosette 4b perp. Single 10
Plate
Single 9
Plate
Single 9
Plate
Single 9
Plate
Single 9
Plate
Single 9
Column
Single 7
Column
Single 7

Size [µm]
1394
8009
1313
1313
10000
10000
10000
14
14

Frequency [GHz]
247.200
15.000
88.800
247.200
1.000
24.000
94.100
1.000
115.300

also done on the same habit with the same input parameters (i.e. no changed eps
values or similar), to see how much the output from ADDA varied when simulating
the same thing multiple times in a row. Both tests were done on the three different
habits in Table (3.2), for different habit sizes and frequencies.
A ”criterion check” was done on 18 different habits (all of the single crystals)
from the database, including all of their sizes and frequencies. The number of data
points (dipoles) per length unit (i.e. the number of dipoles per habit length) for
each size and frequency was compared to the ”dipoles-per-wavelength” criterion in
Eq. (2.8) to see which of those that did or did not meet the criterion.
Simulations were also done on the seven habit types in Table (3.1) and all their
respective meltfractions (for temperatures of 273.15◦ K). Each of the 7 habits had 2
different sizes, 4 different frequencies (1, 10, 57.6 and 228 GHz) and 11 or 5 melt
fractions, which meant that at least a thousand separate ADDA simulations were
done on these seven habits alone (as some simulations were done more than once).
Each simulation resulted in multiple output files (as described in Section [3.1.3])
that all had to be stored and converted to the ARTS database format. All Mie
efficiencies and refractive indices were calculated with the Atmlab Matlab package,
and the single scattering albedo was calculated according to Eq. (2.15). The results
from these tests are found in Section (4.2).
As ADDA was affected by changes to the shape files, where one moved dipole
in a shape file could change the output from ADDA, after each modification or
improvement to the RimeCraft algorithm new ADDA simulations had to be done
on all habits to keep the ADDA output ”up to date” with the latest RimeCraft
version.
The calculated Mie efficiencies were used in comparison with the ADDA output
(extinction and absorption efficiencies), to see if the ADDA calculations would give
the same value as the theoretical Mie values when simulating a fully melted ice
particle. The theoretical Mie efficiencies were dependent on the radius of the water
droplet (the fully melted particle). The radius of the melted particle could be
calculated by taking its mass (which was known from the database) and dividing it
with the density of water. This gave the particle’s volume, which could be turned
into the particle’s radius. Therefore, as the mass of the particle was kept constant
as it melted, the calculated theoretical Mie efficiencies were given the same radius
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as the melted particle (if the particle melted to a perfect sphere).

3.2.4

Converting and verifying the output

To be able to use the raw ADDA data in the database it had to be converted to the
database’s NetCDF format. This was done with the Matlab package convert2nc (as
described earlier), which consisted of several different scripts and routines to work
with the database and its format as well as the ADDA output.
There were mainly two scripts in this package that were used; read addaData,
which took the folder path to a directory containing raw ADDA data as input, and
then converted that data to a struct. The second script was the ssdb convertRawtoN c
script, which took the struct from the previous script and converted that data to
a NetCDF format. These data could then be exported from Matlab to a NetCDF
file or be directly exported to the ARTS database with another script in the same
package.
A few of the melted and simulated habits (their data) were converted with these
functions, and some of their important physical properties such as scattering and
absorption cross sections and efficiencies were plotted and analysed to examine the
ADDA output to see if they seemed reasonable, and to confirm that the simulations
had not given any large errors or anomalies.

3.3

Batch-processing with C3SE

When ADDA and RimeCraft had been tested a large batch-simulation could be
started with the goal of adding the resulting ADDA output to the ARTS database.
Two separate habits were selected for this purpose; the 4b (four ”legs”) perpendicular bullet rosette (ID 10), and the hexagonal plate aggregate crystal (ID 20). These
two habits consisted of 45 different sizes, from 18 µm to 1 cm, where each size had
roughly 30 different frequencies. Each size was melted in RimeCraft to three different meltfractions (excluding 0.00 as its data already was in the database); 0.100,
0.200 and 0.400. All of these files were sorted in folders with their respective job
files according to the structure in Fig. (3.4).
Due to the large amount simulations needed to simulate every single size, frequency and meltfraction, the desktop PC was not suitable for this work. Instead
the batch-simulations were to be performed with resources provided by the Swedish
National Infrastructure for Computing (SNIC), at Chalmers Centre for Computational Science and Engineering (C3SE) [10]. Access was given to the PC-cluster
”Hebbe”, which consisted of hundreds of compute nodes, where each compute node
could handle at maximum 20 cores, which meant that each ADDA simulation could
utilise 20 cores, an increase over the 4 cores on the desktop PC. The processors used
were Intel E5-2650v3, which had core speeds of 2.3-3.0 GHz.
How to use C3SE for simulations is out of scope for this report, but shortly it
consisted of running so called job scripts (bash scripts) for each simulation. Both
habits were batch-simulated on C3SE and their output were checked for the same
type of ”bad data” as described earlier in the section.
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Results
This section is divided into three parts; Section (4.1) about the melting algorithm
and how it performed on different habits, Section (4.2) about ADDA and its simulation results, and Section (4.3) which briefly explain the results from other tests of
the ADDA software and its settings.

4.1

RimeCraft and the melting algorithm

Other than the seven different habits in Table (3.1), many more melting simulations
were done during the tests and modifications done to RimeCraft and its melting
algorithm. During every melting simulation, a picture of the melting habit was saved
(by using a Matlab function) as it was plotted with the scatter3 Matlab function.
One or more pictures were taken for each simulation at different meltfractions and
stored in separate folders. A small selection of these pictures are hereby presented to
show how the melting algorithm performed, what area the melting was concentrated
to, and how the melted dipoles moved around on the habit(s).
Section (4.1.1) shows four different habits; a bullet rosette, a plate, a sector
snowflake and a snow aggregate for four different meltfractions; 0.01, 0.06, 0.20 and
0.40. Meltfractions 0.01 and 0.06 were chosen to show where the melting starts on
each habit, and the two higher meltfractions were chosen to show how the melting
process proceeds as more and more ice dipoles are turned into water. Section (4.1.2)
shows two habits; a bullet rosette and a block column, that have been melted to
100% (i.e. meltfraction 1.00), with the meltfraction steps 0.01, 0.30, 0.70 and 1.00.
These have been chosen to show some of the initial melting, and the final melting
steps to show how the habits look like when fully melted.
In all of the figures ice dipoles are shown as black cubes, and liquid water dipoles
are shown as red cubes.

4.1.1

Partial melting

For the bullet rosette, as seen in Fig. (4.1), the melting started at the outer tip of
one of the ”arms”, and was followed by melting ”lines” of dipoles at the sides of all
arms of the habit. At meltfraction 0.2 the outer tips began to melt, and especially
one tip started to accumulate water, an effect soon seen on the other arm tips too
at meltfraction 0.40. The melting was not seen to continue closer to the center of
the particle.
Figure (4.2) and (4.3) show a plate and a sector snowflake respectively. On the
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plate the melting started at a few random locations on the outer rim of the habit,
and then continued all around the outer edges, accumulating more and more water.
No ice melted on the upper or lower faces of the habit, only on the outer regions. A
similar melting process was seen on the sector snowflake, where the melting again
began at the tips of the arms, where the tips continued to melt and accumulate
water. As in the plate, no melting was seen closer to the habit’s center.
The last of the four habits, the snow aggregate in Fig. (4.4) also began to melt
in the outer regions of the habit. At meltfraction 0.06 the melting is pretty evenly
spread out over all outer areas of the habit. As the melting proceeded, water began
to form larger liquid water droplets in some locations, and many of the outer regions
had liquid water on them. At meltfraction 0.40 a few free-floating water droplets
are seen.

(a) meltfraction 0.01. (b) meltfraction 0.06. (c) meltfraction 0.20. (d) meltfraction 0.40.

Figure 4.1: The RimeCraft simulated melting process of a large bullet rosette between
meltfractions 0.01 and 0.40. Red dipoles are water and black are ice.

(a) meltfraction 0.01. (b) meltfraction 0.06. (c) meltfraction 0.20. (d) meltfraction 0.40.

Figure 4.2: Same as Fig. (4.1) but for a plate.

(a) meltfraction 0.01. (b) meltfraction 0.06. (c) meltfraction 0.20. (d) meltfraction 0.40.

Figure 4.3: Same as Fig. (4.1) but for a sector snowflake.
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(a) meltfraction 0.01. (b) meltfraction 0.06. (c) meltfraction 0.20. (d) meltfraction 0.40.

Figure 4.4: Same as Fig. (4.1) but for a snow aggregate.

4.1.2

Full melting

Figure (4.5) and (4.6) are similar to the previous figures, but have instead been
fully melted, where no ice dipoles are present in the final stage of melting. The
first figure shows a small bullet rosette (similar to the large bullet rosette in Fig.
[4.1]), where the melting began mostly on the outer parts of the particle as seen in
Fig. (4.5a) and (4.5b). At meltfraction 0.70 much of the outer regions of the arms
have been melted, and when fully melted the habit has formed a slightly malformed
sphere of water. The small block column in Fig. (4.6) had quite a similar melting
process, which began on a few edges of the habit. At meltfraction 0.30 and 0.70,
most of the lower parts of the habit had melted. The block column formed almost
a perfect sphere when all ice had been melted. No free-floating water dipoles were
seen around any of the two particles, indicating that they had either been removed
(to preserve the mass), or the melting model had not ”allowed” any water dipoles
to move away from the particle like was seen in Fig. (4.4d).

(a) meltfraction 0.01. (b) meltfraction 0.30. (c) meltfraction 0.70. (d) meltfraction 1.00.

Figure 4.5: The RimeCraft simulated melting process of a small bullet rosette between
meltfractions 0.01 and 1.00.

(a) meltfraction 0.01. (b) meltfraction 0.30. (c) meltfraction 0.70. (d) meltfraction 1.00.

Figure 4.6: Same as Fig. (4.5) but for a small block column.
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4.2

ADDA and the scattering properties

Here is presented the data from the ADDA and RimeCraft simulations for three
different single crystals, including a plate, a bullet rosette and a sector snowflake.
Each habit has three data plots for each habit size, and since two sizes have been
simulated, there are six data plots for each type of habit. The plots show the single
scattering properties such as cross sections and asymmetry parameters, and there
are also figures showing the 40% melted habits next to the data plots to show how
the habits have melted in RimeCraft.
The top two plots of Fig. (4.7)-(4.15) show the absorption cross section (Cabs )
and efficiency (Qabs ), and the extinction cross section (Cext ) and efficiency (Qext ),
on the left and right y-axes respectively. Data is shown for the four frequencies; 1,
10, 57.6 and 228 GHz (as described in Section [3.2.3]). The data is presented as
a function of the meltfraction, where the meltfraction spans from 0.00 to 0.40 in
Section (4.2.1) and between 0.00 and 1.00 in Section (4.2.2). The four horizontal
lines (marked with a number 1-4 at its center) show the Mie values (the efficiencies
for a perfect sphere made of water) for the four different frequencies (1=1 GHz,
2=10 GHz and so on), which are plotted on the right y-axis. These are included
in the plots to be able to compare the simulated single scattering properties from
ADDA with the calculated theoretical Mie efficiencies, to see if the simulated values
are for example close to theoretical values. The scattering and absorption data in
the top two plots are raw data from the ADDA simulations, and are taken directly
from the CrossSec output files (described in Section [3.1.3]). The bottom left plots
show the single scattering albedo on the left y-axis, and the asymmetry parameter
on the right, again as a function of the meltfraction. The asymmetry parameter
can be negative, but as none of the calculated values are negative, the y-axis is only
plotted for 0 to 1. The bottom right plot shows a figure of the habit at a meltfraction
of 0.40.

4.2.1

Meltfraction 0.40

The simulation results from a small and a large bullet rosette habit are shown in
Fig. (4.7) and (4.8) respectively, where it is seen that both C and Q increase with
the frequency, and also with an increasing meltfraction. For all frequencies the cross
sections and efficiencies see a strong increase during the initial melting phase, which
levels out more and more around meltfraction 0.1. Both habit sizes show a ”spike”
at 1 GHz below meltfraction 0.1, where Q and C display an increase of a factor ten.
The smaller habit has been simulated twice in RimeCraft, resulting in two different
shape files. These two shape files were used with ADDA to calculate two different
sets of cross sections and efficiencies. The spike is only seen in the first set of data
(Fig. [4.7a] and [4.7b]), and not in the second set in Fig. (4.7c) and (4.7d) where
instead a ”plateau” is present. The spikes only ”last” for one or two meltfractions to
then disappear completely. The smaller bullet rosette in Fig. (4.7) show decreasing
C and Q at meltfraction 0.4 compared to 0.3 at 1 GHz, which is not seen for the
larger habit in Fig. (4.8). It is also seen that the cross sections are always larger
than the efficiencies, which is expected when looking at Eq. (2.13) and (2.14). For
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both sizes the efficiencies are almost always larger than the theoretical Mie values
even at low meltfractions.
All single scattering albedo and asymmetry parameter values in Fig. (4.7) are
zero, or very close to zero at all meltfractions, while for the bigger habit they are
sometimes larger. As SSA is a measure of the amount of scattering to total extinction (Eq. [2.15]), it is seen that almost all radiation is absorbed and very little is
scattered for all frequencies. The asymmetry parameter (Eq. [2.20]) is also very low,
meaning that about an equal amount of radiation is scattered forwards compared
to backwards.
For the larger bullet rosette in Fig. (4.8), both the asymmetry parameter and
the SSA show larger values compared to the smaller habit. Here the SSA is almost
equal to 1 for 228 and 57.6 GHz before melting, which after melting decrease rapidly,
at least for 57.6 GHz. At 10 GHz, SSA is roughly 0.5 when the particle contains
only ice, and decreases quickly down to zero at a meltfraction of 0.04. For 1 GHz
the SSA is close to 0 for all meltfractions. This means that for higher frequencies
more scattering than absorption takes place, but as the habit melts, more and more
radiation is absorbed due to the increasing amount of water. At 10 GHz there is
almost an equal amount of scattering and absorption, but as the habit begins to melt
absorption quickly takes over. As in the smaller habit, absorption is dominant at 1
GHz. For 57.6 and 228 GHz the asymmetry parameter starts at roughly 0.35 and
0.5 respectively, and slowly increase as the habit melts, showing that the amount of
radiation that is scattered forwards compared to backwards is dominating and slowly
increasing. For the lower frequencies the radiation is scattered evenly (forwards and
backwards) like with the smaller habit.
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) Same as (a), but the habit has now
been melted again (separately), resulting
in a different shape file and ADDA output.

(d) Same as (b), but the habit has now
been melted again (separately), resulting
in a different shape file and ADDA output.

(e) The single scattering albedo and the
asymmetry parameter at four different frequencies. Due to uncertainties in the data,
such as partially negative SSA values, the
y-axis is not scaled to fit the curves.

(f) The 40% melted habit. Red dipoles are
water and black are ice. Notice that the
particle is not centered on the z-axis.

Figure 4.7: The simulation results from ADDA and RimeCraft for a small bullet rosette
habit for two separate melted shape files, showing the absorption and extinction cross
sections and efficiencies (a-d), the single scattering albedo and the asymmetry parameter
(e). A ”spike” is seen for the first melted particle in (a) and (b), which is not seen in the
second
melted set in (c) and (d).
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) The single scattering albedo and the
asymmetry parameter at four different frequencies.

(d) The 40% melted habit. Red dipoles are
water and black are ice.

Figure 4.8: Single scattering data for a large bullet rosette habit, showing the same type
of data as Fig. (4.7).
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) The single scattering albedo and the
asymmetry parameter at four different frequencies.

(d) The 40% melted habit. Red dipoles are
water and black are ice.

Figure 4.9: Single scattering data for a small plate habit, showing the same type of data
as Fig. (4.7).

The small and large plates in Fig. (4.9) and (4.10) show quite similar results
as the bullet rosettes in Fig. (4.7) and (4.8), but instead of a spike ”upwards” in
the cross sections and efficiencies, there is now instead a spike ”downwards”, i.e. a
negative spike, at again the initial phase of melting. This spike is now visible for
both 1 and 10 GHz, but only for the smaller plate. The larger plate shows no such
dips. The cross sections and efficiencies again increase strongly up to meltfraction
0.1, to then level out. For the smaller plate, the efficiencies are higher than the Mie
efficiency for all frequencies, while for the larger plate the two highest frequencies
are quite close to the Mie value (at meltfraction 0.4).
The SSA and g are again zero for all meltfractions and frequencies for the smaller
habit, while for the larger habit both are very similar to the results from the large
bullet rosette in Fig. (4.8), indicating more scattering for the larger habit compared
to the small.
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) The single scattering albedo and the
asymmetry parameter at four different frequencies.

(d) The 40% melted habit. Red dipoles are
water and black are ice.

Figure 4.10: Single scattering data for a large plate habit, showing the same type of data
as Fig. (4.7).
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) The single scattering albedo and the
asymmetry parameter at four different frequencies.

(d) The 40% melted habit. Red dipoles are
water and black are ice.

Figure 4.11: Single scattering data for a large sector snowflake habit, showing the same
type of data as Fig. (4.7).

Figure (4.11) shows the results from a large sector snowflake. A small variation
in C and Q is seen at 1 and 10 GHz around meltfraction 0.08, but not as strong
as the spikes in the previous figures. The cross sections and efficiencies increase
throughout the melting process. All simulated absorption and extinction efficiencies
grow larger than the Mie efficiencies after meltfraction 0.1, and thereafter continue
to increase as the habit melts. The single scattering albedo values are very similar
to the ones in Fig. (4.10), where mostly scattering is seen when little to no water
is present on the habit, but as the habit melts more and more absorption is seen.
The asymmetry parameter for 228 GHz decreases slightly, while for 57.6 GHz it
increases. All values are again positive, meaning much of the radiation is scattered
forwards.
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Figure (4.12) and (4.13) shows the results from a small and a large hexagonal
column aggregate respectively. The small habit shows a very strong increase in
absorption and extinction cross sections and efficiencies between not being melted
at all and meltfraction 0.01, with an increase of almost a factor hundred. Two spikes
are also seen at 1 GHz (and a slight indication of spikes at 10 GHz), a smaller one
at meltfraction 0.01, and a larger one at meltfraction 0.08. These are again only
present for a single meltfraction, and are not seen in Fig. (4.13) for the larger version.
The single scattering albedo at 228 GHz is around 0.9 during before melting, and
decreasing down to 0.25 at meltfraction 0.4, while for the lower frequencies it is again
close to zero, indicating that scattering is mostly present at high frequencies. The
larger aggregate habit (in Fig. [4.13]) show increasing cross sections and efficiencies
with an increasing meltfraction. Scattering is more dominant for 10, 57.6 and 228
GHz compared to the small habit. The asymmetry parameter is pretty linear for
228 and 57.6 GHz, and again indicating more forward-scattered radiation. Both the
larger and the smaller habit show extinction and absorption efficiencies larger than
the Mie efficiencies at meltfraction 0.4.
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) The single scattering albedo and the
asymmetry parameter at four different frequencies.

(d) The 40% melted habit. Red dipoles are
water and black are ice.

Figure 4.12: Single scattering data for a small hexagonal column aggregate habit, showing
the same type of data as Fig. (4.7).
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) The single scattering albedo and the
asymmetry parameter at four different frequencies.

(d) The 40% melted habit. Red dipoles are
water and black are ice.

Figure 4.13: Single scattering data for a large hexagonal column aggregate habit, showing
the same type of data as Fig. (4.7).
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4.2.2

Meltfraction 1.00

This section shows two small habits; a bullet rosette in Fig. (4.14) and a block
column in Fig. (4.15), that both have been melted to 100% and have had their
single scattering properties simulated using ADDA. Both habits show an oscillating
behaviour in their cross sections and efficiencies at 1 GHz, which is not seen at
higher frequencies. Both C and Q increase rapidly up to meltfraction 0.2, where
they level out. The bullet rosette shows a weak spike at meltfraction 0.9, otherwise
there are no other other notable spikes seen. The block column in Fig. (4.15) shows
decreasing cross sections and efficiencies at 1 and 10 GHz, a behaviour not seen at
the two higher frequencies, or in the bullet rosette plots in Fig. (4.14). The higher
frequencies reached close to the Mie values.
None of the two habits have any special single scattering albedos or asymmetry
parameters as all are zero, or close to zero, indicating that mostly absorption is
taking place, and an equal amount is scattered forwards as backwards.

(a) The absorption coefficient Cabs
and efficiency Qabs at four different
frequencies.

(b) The extinction coefficient Cext
and efficiency Qext at four different
frequencies.

(c) The single scattering albedo and
the asymmetry parameter at four
different frequencies.

(d) The 40% melted habit. Red
dipoles are water and black are ice.

Figure 4.14: Single scattering data for a small bullet rosette habit that has been fully
melted, showing the same type of data as Fig. (4.7).
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(a) The absorption coefficient Cabs and efficiency Qabs at four different frequencies.

(b) The extinction coefficient Cext and efficiency Qext at four different frequencies.

(c) The single scattering albedo and the
asymmetry parameter at four different frequencies.

(d) The 40% melted habit. Red dipoles are
water and black are ice.

Figure 4.15: Single scattering data for a small block column habit that has been fully
melted, showing the same type of data as Fig. (4.7).
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4.3

Extra tests

As described in Section (3.2), several tests were done with ADDA and RimeCraft.
The results from these tests are presented here. As most of these tests consisted
of changing variables from their default and pre-tested state, or comparing data to
previous data, and the fact that many of the tests, like testing the eps values, were
quite extensive, all individual test results are not of huge importance. The results
are therefore briefly summarised.
• eps values: Several different eps values were tested with several different
habits. If e.g. a default eps value was ”3”, then it was changed to, ”2”,”4”,
and ”5” to test both higher and lower values. It was found that a higher eps
value for ADDA did not always decrease the calculation errors, as it in some
cases instead increased them (where an increase could be anything from a one
or two percent higher to over a hundred). An eps value that deviated from the
standard value (which was often 2 or 3) mostly resulted in longer simulation
time as ADDA tried to find a ”better” solution. Smaller eps values sometimes
also resulted in a longer simulation time, and with a higher error. The default
eps value seemed to give a good balance between simulation time and error
size.
• Dipoles per wavelength criterion: The criterion check found that several sizes
and frequencies for all of the habits (except for an ice sphere, ID 24) had
slightly too few dipoles per wavelength if comparing with the ”dipoles-perwavelength” criterion for ADDA. However, over 95-99% of the minimum number of dipoles per wavelength required were present in all habits, which was
deemed ”good enough” for the simulations (as the ADDA manual stated that
the criterion was loosely defined and not an exact limit).
• Habit rotation properties in ADDA: The avg params settings (more eps variables, but for rotations instead) were changed from their default values in
integer steps (e.g. +1 up, or -1 down), but had little to no effect on the output
from ADDA.
• ADDA output comparison: Several pure ice habits were simulated in ADDA on
the desktop PC, and compared to the output data in the database (AddaOutput)
to see if the desktop PC generated different results than the computers that
generated the data in the database. These tests showed negligible differences
in the data, where the differences originated from simulation inaccuracies, and
not because of running ADDA on a different PC.
• Spike checks As described in Section (3.2.1), all plots showing spikes had their
respective habits (and belonging settings and in-files) simulated at least once
more in ADDA to see if the spike was still present in the new simulation. These
new simulations with the same in-data as the old ones also showed the same
results, with spikes equally as large, and at the same meltfraction. Habits that
showed spikes were also melted again separately in RimeCraft to generate a
new shape file. Comparing the ADDA output from these two different shape
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files gave mixed results. In some cases, like in Fig. (4.7), the spike disappeared
in the second set of data, while in other cases for different habits or sizes the
spike could persist in the plots even after melting the habit again.
• Other tests Two other tests were also done in RimeCraft; the first meant to test
to melt a habit without removing every tenth dipole, and the second to melt
a habit without removing any dipoles nor allowing the dipoles to move after
being melted. The melted habits from these tests were simulated in ADDA and
the output was compared to the ”original” melted habits. These comparisons
showed that neither of the two tests yielded any significant changes to the
RimeCraft or ADDA output.

4.4

Simulation time

The time it took to melt each habit on the desktop PC, as well as the time to simulate
each habit in ADDA were measured. RimeCraft took between a few seconds to up
to half an hour to melt a habit depending on the number of dipoles and to what
meltfraction the habit was melted to. More dipoles and a higher meltfraction both
increased the simulation time (as the algorithm had more dipoles to keep track of
and move). Small habits, such as a small plate, with roughly 1 000 dipoles took
under a minute to reach meltfraction 0.4, while a large aggregate with over 10 000
dipoles could take around 30 minutes to reach the same meltfraction.
ADDA’s simulation time on the other hand was mostly dependant on the frequency, the size of the refraction indices, and the size of the habit (the number of
dipoles). The simulation time often decreased as the frequency increased because
the absolute value of the refractive indices of ice and water were the highest for
low frequencies. Small habits (100-1000 dipoles) could take 1/100th of a second to
about a minute depending on the frequency, while larger habits such as aggregates
could take a few minutes to an hour or two. These times were only for a single
size, frequency and meltfraction, where for a habit with for example four different
frequencies, two different sizes and over ten different meltfraction steps could take
several hours up to a full day to simulate. The largest size for a pure-ice single
crystal bullet rosette (containing almost 200 000 dipoles) was simulated at 456.7
GHz. The simulation had to be aborted after over 24 hours of simulating when it
was discovered that it would take roughly two and a half months to finish it on the
desktop PC (it took 26 hours to finish on a 288-core supercomputer according to
the logs from earlier simulations).
The simulation time was shorter on C3SE due to the higher computing power,
where the time for a single simulation ranged from less than a second for very small
particles to almost two days for large aggregates at high frequencies.

4.5

Batch-simulations

The two habits from the C3SE batch-simulations (the plate aggregate and the single
bullet rosette) were both successfully simulated in ADDA on C3SE. Random selec51

4. Results

tions of the output data (a few different sizes and frequencies) were plotted, which
showed results similar to those from the smaller ADDA tests done on the desktop
PC, where the cross sections increased slowly with an increasing meltfraction. No
spikes or other ”unusual” data were seen.
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5.1

Analysis and Discussion

The melting model used in RimeCraft mostly concentrated the initial melting to
the outer regions of the habits. However, on complex particles such as the bullet
rosettes, some irregular results showed, like the straight lines of water along the edge
of each arm in Fig. (4.3), and that the tips melted unevenly (one tip melted much
faster than the other three). RimeCraft decides which dipoles to melt depending on
their distance from the center of the 3D grid where the habit is ”placed” (among
other criteria), which meant that if a habit was placed off-center, like in (4.3) and
(4.6), where the habits were placed slightly to the negative side of the z-axis, the
algorithm thought the habits had their center points in different locations than
their actual locations. This caused the habits to melt more strongly at areas far
away from the origin (of the grid) instead of far away from the habits’ centers. It
is therefore important to center each habit before starting the melting algorithm,
to get a melting simulation in according to theory (how the melting model should
work), which melted the dipoles based on their distance to the center of the habit
(and the number of neighbours etc.). These ”irregular” melting simulations may not
have been in line with the melting model, but the result could still be considered
realistic, if for example considering a falling particle, where one side of the particle
is facing downwards, which may melt more strongly than the other side facing up
due to air resistance and airflow. Due to the numerous other physical effects and
properties such as aggregation, breaking and separation of the habits, as well as
the influence of air temperature, wind speed etc., trying to model a realistic melting
simulation of falling ice particles is very complex. Therefore it was difficult to decide
how realistic the melting model was, even deciding if the habits should be placed
at the center of the grid or not to get to get the best melting model was a difficult
decision. For example, if the snow aggregate in Fig. (4.1) was an actual falling
particle, the free-floating droplets at meltfraction 0.40 would quickly be separated
from the larger habit due to air resistance, but here instead stayed with the rest of
the habit due to how the algorithm works.
Habits that melted fully (from pure ice to only liquid water) behaved as expected,
where (mostly) the outer regions began to melt first, followed by more and more
dipoles close to the center of the particle began to melt (Fig. [4.5] and [4.6]). As
the water dipoles tried to move to locations with the highest number of other water
dipoles were, the final fully melted habit often formed a (more or less) spherical
shape, and not, for example, multiple separate droplets floating here and there.
These results somewhat mimicked surface tension.
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Most calculated single scattering properties behaved as expected, where the absorption and extinction cross sections (and efficiencies) increased with an increasing
meltfraction, however some results like the spikes in the cross sections and efficiencies
that were seen in multiple plots were not expected. Most of these spikes were for low
meltfractions (below 0.1), and sometimes disappeared completely after melting the
habit and simulating it in ADDA again, like in Fig. (4.7). The reason for why spikes
appeared for some habits and not for others, and why spikes sometimes disappeared
when melting the same habit again is unclear. The spikes were mostly seen at lower
frequencies below or at 10 GHz, and considering ADDA’s dipole size criterion in
Eq. (2.8), the issue may be due to the amount of dipoles per wavelength, which
may be too low for some habit sizes or types. However, since longer wavelengths
allow larger dipoles (from the criterion), if the dpl criterion would be the reason for
the spikes, the spikes would appear at the higher frequencies instead, which is not
seen in these results. Other reasons for these spikes may be errors in the iterative
solver or incorrectly or abnormal rotation averaging of the shape when calculating
the angle-averaged scattering properties. The dpl values may be the reason for the
spikes, but that’s mostly speculation.
When simulating and plotting the full melting, from meltfraction 0 to 1, the
cross sections and efficiencies were seen to increase and decrease as more and more
ice melted, similar to the oscillating results found in [26] and [37]. One habit (the
block column) showed a decrease in cross sections and efficiencies after meltfraction
0.3 at 10 GHz and below. Why this occurred is not known, but may be an effect
of the changing shape of the habit as well as the size and local amount of water
content.
Almost all simulated efficiencies for fully melted habits were higher than the
theoretical Mie efficiencies for the same size and frequency (for the lower frequencies),
which was unexpected. This may have been due to imperfect shapes (as Mie theory
is valid for spheres), too few dipoles, inaccuracies in ADDA for lower frequencies or
other reasons not known. The higher frequencies (57.6 and 228 GHz) ended up with
values somewhat close to the theoretical Mie values.
The results from the batch-simulations on C3SE were similar to those on the
desktop PC. No spikes were seen and the single scattering data seemed to increase with an increasing meltfraction, which was expected. The C3SE simulations
were working and the output data were acceptable, meaning that further batchsimulations can be done.

5.2

Conclusions

This thesis has tested, evaluated and used the RimeCraft and ADDA software packages to simulate single scattering properties of melting ice particles in the (sub-)
millimetre wavelength range for frequencies between 1 and 247.2 GHz, with the
goal of extending the ARTS database. RimeCraft was used to generate 3D grid
models of partially and fully melted ice particles of a large variety of shapes and
sizes, including plates, bullet rosettes, sector snowflakes and aggregates, where each
particle was made up of many different dipoles. The melting model used by RimeCraft underwent testing, its suitability for melting different ice habits was evaluated
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and the melting model was in some areas improved. The melted habits were used
with ADDA to simulate their single scattering properties such as absorption and
extinction cross sections and efficiencies, single scattering albedo and asymmetry
parameter.
RimeCraft utilises a simplified physical melting model based on weights and the
number of ice or water neighbours per dipole to melt and move dipoles around on
the habit. From melting simulations done on several different habits of different
shapes and sizes it was shown that the melting algorithm succeeded in melting the
habits according to its theoretical model, although not hundred percent realistic,
the melted models are good enough to be used with ADDA to calculate their single
scattering properties. The habits were melted from pure ice up to a meltfraction
of 0.4 (40% water-to-ice ratio) or 1.0 (100% water), with several in-between steps.
Most habits began to melt at their outer regions first, followed by the areas closer to
the center of the particle as the melt process continued. If fully melted, each habit
formed a single large droplet of water with more or less resemblance of a sphere of
water.
The models of the melted habits were saved and loaded into ADDA where their
single scattering properties were calculated. The ADDA software and its different
settings and variables was extensively tested on thousands of different habits, shapes,
sizes and frequencies, to confirm that it worked as intended, and that it returned
data containing no larger errors, unexpected data or other anomalies. Each ADDA
simulation returned multiple output files containing log data of the simulation and
scattering data in the form of cross sections and efficiencies, as well as a Mueller
matrix. The logs were examined and the scattering properties were visualised. It
was found that ADDA can be used with melting ice particles at the mentioned
frequencies, as long as the number of dipoles per habit is large enough.
The simulated scattering data show that during the initial phase of melting
(below meltfraction 0.1) the extinction and absorption cross sections and efficiencies
increase quickly, where for higher meltfractions the cross sections and efficiencies
increased more slowly, or in some cases even decreased. These results indicate that
the scattering properties of melting ice particles are affected the most just as the
particle begins to melt. Some unexpected results were obtained such as spikes in the
data for the cross sections and efficiencies, where their values increased ten-fold over
a single meltfraction step, to thereafter decrease back to a lower value. Some habits
that were fully melted also showed showed an oscillating behaviour in their cross
sections and efficiencies, an effect also seen in some previous studies, which may be
a cause of the changing shape and size of the particle. The cause of the spikes are
unknown, but may be a result of how ADDA calculates the scattering properties.
The single scattering albedo was shown to decrease (primarily for the larger
habits) as the habits melted, which indicated that the absorption strength increased with an increasing amount of local liquid water content. The asymmetry parameter remained positive and somewhat constant during the melting of all
tested habits, showing that forward-scattered radiation was more dominant than
backwards-scattered radiation.
These results show that RimeCraft and ADDA can be used to simulate melting
ice particles and their single scattering properties respectively, however with some
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caution as not all simulations gave expected results. Both software can therefore be
used in combination to extend the ARTS database, but only after quality controls
and data filtering on the output from ADDA.
Two batch-simulations in ADDA were done to calculate the single scattering
properties of a bullet rosette habit and a plate aggregate by using the C3SE supercomputer. The simulations were successful and the output was considered acceptable, however some work remains before the data can be added to the ARTS
database.
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5.3

Future work

There is some work left to be done with both RimeCraft and ADDA to simplify
the process of adding melting habits to the ARTS database. Some suggestions
on improvements that can be done, as well as suggestions on future work on the
database are hereby presented.
• RimeCraft: The RimeCraft package itself is ready to use to melt habits, but
some manual input is still required to actually melt a habit, and the program
is very ”strict” with the type of folder and file structures it can read. Therefore
automating more of the current manual input would simplify the usage of the
program. Modifying the different scripts and functions to allow the program
to read different folder or file structures would also simplify the process of
running a melting simulation, where the user would spend less time on sorting
the input data in the exact same way as the ARTS database uses. It would
also be good if RimeCraft and related scripts were rewritten into e.g. Python
to not be dependant on Matlab.
• Automation: Running a simulation in ADDA requires quite a lot of input
from the user, such as where all files are, which files to use, what refractive
indices and frequencies to use in the simulation and so on. The user can either
enter all these manually to ADDA, or write job scripts for each simulation to
be done. This requires a lot of work. If this instead was to be automated to
the point where a user only have to specify e.g. a file path to the shape file
to use in the simulation, where then a script does the rest, such as read all
parameters and variables automatically, it would greatly increase the usability
and simplicity of running simulations in ADDA.
• ARTS: Scattering properties of many more melting habits needs to be added
to the database, for both frequencies above, at, and below 247.2 GHz. The
current RimeCraft software is able to batch-melt habits, but batch-simulating
in ADDA is more complicated and takes a lot longer, which almost requires
the user to user a supercomputer to be able to complete the simulations in
a reasonable amount of time. Performing these type of batch-simulations in
RimeCraft and ADDA is therefore needed to extend the ARTS database.
• Unexpected SSP: It is unclear why spikes appeared after some ADDA simulations, and why an oscillating behaviour was seen for some habits, and why
some cross sections and efficiencies decreased with an increasing meltfraction.
The reasons for these phenomena can be investigated, to understand if it is
ADDA that produces these effects, or if it has anything to do with the physical
properties of the particles such as size or amount of local water content.
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Appendix
Running ADDA with bash scripts
ADDA is called by running a shell script called script.sh, which finds all ADDA
job files in a certain directory and iterates through them until all jobs have been
simulated in ADDA.
1

#!/usr/bin/env bash

2
3
4

# Create the meltfractions array
declare -a meltfrac=("0.100" "0.200" "0.400")

5
6
7
8
9
10
11

12
13
14

# Loop through all job folders and run simulations
for i in $(find ./ -type d -name "Freq*")
do
for j in "${meltfrac[@]}"
do
cmd=’./execADDA_mpi_desktop.sh ’$i’ mpiexec 20 /cephyr/users/
,→ redacted/Hebbe/adda/src/mpi/adda_mpi ’$j
eval $cmd
done
done
The first script (above) builds up a command (cmd=...), which is executed with eval
$cmd. A second script (below, named execADDA mpi desktop.sh) is then called,
which takes all important variables as input, builds up a long command (cmd = ...),
which is executed, and the ADDA simulations starts.

1

#!/bin/bash

2
3
4
5
6
7

jobDir=$1
mpiexec=$2
N_cores=$3
adda_path=$4
meltfrac=$5

8
9
10

echo ’jobDir=’$jobDir
source $jobDir’/melt’$meltfrac’/JOB.sh’

11
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12
13
14

shape_path=$jobDir’/melt’$meltfrac’/shape.adda’
avgParams_path=$jobDir’/melt’$meltfrac’/avg_params’
jobDirMelt=$jobDir’/melt’$meltfrac’/’

15
16
17
18

echo ’adda_path=’$adda_path
echo ’host_name=’$(hostname)
echo -e ’N_cores=’$N_cores"\n"

19
20

cmd=$mpiexec’ -n ’$N_cores’ ’$adda_path’ -shape read ’$shape_path’ ,→ lambda ’$lambda_um’ -eq_rad ’$r_eq_um’ -dir ’$jobDirMelt’ -eps
,→ ’$eps’ -orient avg ’$avgParams_path’ -m ’$refrIndexReal’ ’
,→ $refrIndexImag’ ’$refrIndexRealW’ ’$refrIndexImagW’ | tee ’
,→ $jobDirMelt’/std.out’

21
22
23
24
25

echo ’cmd_line=’$cmd
echo ’start time:’
echo -e $(date)"\n"
{ time eval $cmd; } 2>&1

26
27
28

echo -e "\nend time:"
echo $(date)

29
30

exit 0
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